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Abstract

Using a cluster of computers to run distributed applications
imposes a heavy demand on the communication network.
In order to improve the communication performance of dis-
tributed applications written in MPI, which in turn com-
municate via TCP, the high speed network must take ad-
vangtage of RFC 1323. This paper presents test results
to show the increase in communication performance using
these TCP extensions. We also show that as a result, the
distributed application also achieves higher speedup.

1 Introduction

Liquid crystals are so called because they exhibit some of
the properties of both the liquid and crystalline states. In
fact they are substances which, over certain ranges of tem-
peratures, can exist in one or more mesophases somewhere
between the rigid lattices of crystalline solids, which exhibit
both orientational and positional order, and the isotropic
liquid phase, which exhibits neither. Liquid crystals re-
semble liquids in that their molecules are free to flow and
thus can assume the shape of a containment vessel. On the
other hand they exhibit orientational and possibly some
positional order. This is due to the intermolecular forces
which are stronger than those in liquids and which cause
the molecules to have, on average, a preferred direction.
Liquid crystals may exist in a number of mesophases, such
as the nematic, smectic, cholesteric phases (see [3]). Here
we confine ourselves to nematic liquid crystals, which ex-
hibit orientational but no positional order.

In many liquid crystal devices, the liquid crystal
molecules at the edge of the device are mechanically given
a specific orientation which induces the molecules in the in-
terior of the device to mimic that orientation to the extent
possible. For a given device geometry and a given molecular
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edge orientation, it may not be possible for the liquid crys-
tal molecules to duplicate that edge orientation throughout
the interior of the device. For instance consider a thin slab
containing liquid crystal material in which the molecules
at the edge of the device are oriented radially. This is il-
lustrated in Figures 1 and 2. Since the radial orientation
cannot be maintained throughout the interior, pockets of
liquid crystal with no fixed orientation form. These pock-
ets, called defects, are illustrated by the empty spaces in
Figures 1 and 2, and, depending on the temperature and
magnetic or electric field strength, will form in different
places. It is of significant importance in liquid crystal re-
search to develop computer models which can accurately
determine the orientation and the defects of liquid crystals
in a confined medium, especially in the presents of changing
temperature and field intensities. It is the purpose of this
paper to illustrate an approach to modeling liquid crystal
structures using MPI on a distributed workstation cluster
and to discuss how the values of certain TCP parameters
significantly affect the running time of the model.

The paper is organized as follows: In section 2, we give
a brief description of the mathematics of the liquid crystal
model. In section 3, we describe how the code is imple-
mented on a workstation cluster. In section 4, we describe
the network and workstation cluster we are using, and show
that the TCP parameters of the network have a significant
effect on the performance of the cluster in liquid crystal
modeling.

2 The Liquid Crystal Model

We begin with a description of the liquid crystal problem.
The problem under consideration is to determine the mini-
mum energy equilibrium configuration of liquid crystals in
a slab

Ω = {(x1, x2, x3) : 0 ≤ x1 ≤ a, 0 ≤ x2 ≤ b,
0 ≤ x3 ≤ c} (1)

with surface ∂Ω. Using the Landau-de Gennes formulation,
the free energy can be expressed in terms of a tensor order
parameter field Q; see Priestly et al. [8]. The free energy is
given by

F (Q,T ) = Fvol(Q,T ) + Fsurf(Q)

=

∫
Ω

fvol(Q,T )dV +

∫
∂Ω

fsurf(Q)dS, (2)
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Figure 1: Liquid Crystal Orientation for Scaled
Temperature T = 0.3013

Figure 2: Liquid Crystal Orientation for Scaled
Temperature T = 0.3174

where Q = Q(p), p ∈ Ω, is a 3 × 3 symmetric traceless
tensor, which is represented by

Q(p) = q1(p)
(

1 0 0
0 0 0
0 0 −1

)
+q2(p)

(
0 1 0
1 0 0
0 0 0

)
+ q3(p)

(
0 0 1
0 0 0
1 0 0

)
+q4(p)

(
0 0 0
0 1 0
0 0 −1

)
+ q5(p)

(
0 0 0
0 0 1
0 1 0

) (3)

and the qi are real-valued functions on Ω. The qi are to
be determined so that the free energy (2) is minimal. The
representation

fvol(Q,T ) = 1
2L1Qαβ,γQαβ,γ

+ 1
2L2Qαβ,βQαγ,γ + 1

2L3Qαβ,γQαγ,β

+ 1
2A trace(Q2)− 1

3B trace(Q3)

+ 1
4
C trace(Q2)2

(4)

uses the convention that summation over repeated indices is
implied and indices separated by commas represent partial
derivatives. For example,

Qαβ,γQαγ,β =

3∑
α=1

3∑
β=1

3∑
γ=1

∂Q[α, β]

∂xγ
· ∂Q[α, γ]

∂xβ
.

The parameters A,B,C L1, L2 and L3 depend on the liquid
crystal properties. The parameter A also depends on the
temperature of the liquid crystal material. In this paper we
assume strong anchoring, i.e.

Fsurf(Q) =

∫
∂Ω

fsurf(Q)dS = 0. (5)

Details can be found in [4, 8, 9].
The minimum energy equilibrium configuration of the

liquid crystals is determined by solving the Euler-Lagrange
equations associated with (2). These equations yield a
boundary value problem for a system of nonlinear partial
differential equations for the qi.

For the current project, we will assume that the liquid
crystal material is contained in a small cube. By changing
the length scale, the domain of the problem can be changed
from a small cube to a standard 1×1×1 cube. Discretizing
the Euler-Lagrange equations on the unit cube using finite
differences produces a large three dimensional grid of points,
typically with at least 100 points along each edge, that is
about 1003 points; see Figure 3.

For each point pi,j,k = (xi1, x
j
2, x

k
3) in this grid, there are

5 variables representing the values of

q1(pi,j,k), . . . , q5(pi,j,k)

in the expansion of the tensor at that point, and 5 dis-
cretized Euler Lagrange equations. This produces a system
on the order of 5 × 106 nonlinear equations in 5 × 106 un-
knowns. We represent this by

G(Q,T ) = 0. (6)

We solve this system by Newton’s method. Each iter-
ation of Newton’s method requires the solution of a linear
system of equations with the matrix of partial derivatives
GQ(Q,T ) obtained from the discretized Euler-Lagrange
equations. Since the matrix GQ(Q,T ) is extremely large,
on the order of 106 × 106 and sparse, each row containing
no more than 5×27 entries, iterative methods must be used
to solve the linear system arising from Newton’s method.
Since GQ(Q,T ) can be indefinite or singular for some values
of Q and T we use the Krylov subspace method MINRES
[2] to solve the those linear systems.
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Due to the complexity of the liquid crystal equations,
the C code for the Newton’s method is generated using a
Maple program. It calculates the Euler-Lagrange equations
symbolically and discretizes them using centered difference
approximations for the derivatives. The resulting equations
for a given point depend on the data at that point and
the data at the closest 26 points, that is the points in the
3 × 3 × 3 sub-cube centered at that point. To conserve
memory we use a matrix-free formulation, that is the entries
of GQ(Q,T ) are not stored, but are calculated as needed.

3 The implementation of the parallel method

A significant consequence of using an iterative method to
solve the linear system in Newton’s method, is that the re-
sulting program will spend nearly all its time doing matrix-
vector multiplications, and because of this, it is possible
to achieve close to perfect speed up by efficiently paral-
lelizing matrix-vector multiplication and a few other linear
algebraic operations like inner products. Moreover, for the
particular problem under consideration (where the number
of processors is significantly less than the number of un-
knowns), an efficient parallel matrix-vector multiplication
algorithm can be developed easily due to the grid structure
of the problem and to the relatively weak interaction of its
data.

For instance, consider that the cubic grid of points pro-
duced by the discretization is sliced by planes parallel to the
XY axis so that there is one slice per processor and so that
each slice contains approximately the same number of grid
points. We associate the data in each slice with a processor
as in Figure 3.

For a point in the interior of a slice, that is a point all of
whose neighbors in the grid are contained in the same pro-
cessor, all of the data required to form the discretized Euler
Lagrange equations at that point is stored in the associated
processor. Also, at an interior, all the data required to form
the associated entry in the product of the matrix GQ(Q,T )
with a vector X arising in the iterative method will reside
in the same processor. So for interior points no communi-
cations is required to implement Newton’s method.

For a point on the edge of a slice, not all the data re-
quired for Newton’s method is located in that processor,
so edge data must be exchanged by processors associated
with contiguous slices. It is convenient to add an additional
plane of variables at each interior edge of a slice to receive
the data being exchanged. Then after a communication step
to fetch the required data, the required calculations can be
performed using standard indexing. This is illustrated in
Figure 4. The communication and synchronization of the
processes are handled by MPI.

Note our assumption, that the number of processors is
small compared to the number of variables, means that the
number of points in a plane is small compared to the num-
ber of points in a slice, so the number of edge points in a
slice is a small fraction of the total points in a slice. Thus
the calculations are of the order of N3, where N is the
number of points in each direction, whereas the amount of
communication is proportional to N2.

Data Grid
Processor 1

Processor 3

Processor 2

Figure 3: Processor Assignment

Processor Communications

Figure 4: Communication

4 Experimental Framework and Performance

Distributed/parallel applications using MPI (either LAM
or MPICH) as communication transport on a cluster of
computers (such as a Networks of Workstations (NOWs)
or PC/Beowulf cluster) impose heavy demands on commu-
nication networks. In practice, MPI communications are of-
ten implemented over socket communication using TCP/IP.
Therefore, it is important, among other factors, to have
high TCP performance in order for distributed applications
to communicate efficiently and thus achieve high speedup.

The aim of this section is to describe TCP parame-
ters that affect communication performance, to measure
the MPI communication performance at the user level and
to examine the impact on the target application’s perfor-
mance.

4.1 Hardware and Software Test Environment

The experiments conducted to evaluate the communication
throughput and latency were performed on a cluster of one
HP-J282 and four HP-C180 workstations. The HP C180
workstations were running at 180 MHz with 128 MB of
RAM. The J282 workstation was also running at 180 MHz
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but with 3x128 MB of RAM. These workstations were con-
nected to a Fore ASX 200BX ATM switch with a data
rate of 155Mb/sec. The workstations used in the test have
Hewlett-Packard J2498A HP-HSC OC-3 network interface
cards (NIC). The Fore switch was running version 5.1.0 of
the Fore software with LANE (the Ethernet LAN emulation
protocol) enabled. All the machines used the HP-UX 10.20
operating system. The machines were in a normal depart-
mental LAN environment rather than an isolated testbed.
All the tests were performed when the machines were lightly
to moderately loaded.

The software program used to test the communication
performance was Netpipe (version 2.1). This program can
be obtained from ftp://ftp.scl.ameslab.gov/pub/netpipe.
Netpipe is a software benchmark program that is widely
used to measure the performance of many different types
of network. Netpipe attempts to provide a single easily
used and scalable test of network performance. It trans-
mits blocks of increasing size starting at a single byte and
continues until the transmission time exceeds one second.
For each block size c, three measurements are taken for
block sizes c− p bytes, c bytes and c+ p bytes, where p is
a perturbation parameter with a default value of 3. This
allows examination of block sizes that are possibly slightly
smaller or larger than an internal network buffer. Netpipe
clearly shows the overhead associated with different proto-
col layers, in particular TCP and MPI. In this paper, we
will restrict ourselves to considering MPI level performance.

4.2 Network Parameters

The TCP protocol was originally designed to run reliably
over various network media regardless of transmission rate,
delay, corruption, duplication, or reordering of segments.
Production TCP implementations have shown robustness
in supporting a wide range of network characteristics. How-
ever, the introduction of high speed networks is resulting in
ever-higher transmission speeds, and the fastest are moving
out of the domain for which TCP was originally engineered.

In order to take advantage of high speed networks, sys-
tems must be configure to support and utilize extensions
to the basic TCP/IP protocol suite. The RFC on TCP/IP
Extensions for High-Performance (RFC 1323 [5]) defines a
set of TCP extensions to improve performance over large
bandwidth× delay paths and to provide reliable operation
over high-speed paths.

To comply with 1323, the sender and receiver configure
four parameters as follows:

1. The host systems must be configured to use Path
MTU Discovery. This allows systems to use the
largest possible packet size, rather than the default
of 1,500 bytes.

2. The host systems must support the RFC 1323 exten-
sions to TCP. These are extensions to improve per-
formance over large bandwidth*delay product paths
and to provide reliable operation over very high-speed
paths. RFC 1323 defines new TCP options for scaled
windows and timestamps, which are designed to pro-
vide compatible interworking with TCP’s that do
not implement the extensions. The timestamps are
used for two distinct mechanisms: RTTM (Round
Trip Time Measurement) and PAWS (Protect Against

Wrapped Sequences). Selective acknowledgments are
not included in RFC 1323.

3. The host systems must support large enough socket
buffers for reading and writing data to the network.
Typical Unix systems include a default maximum
value for the socket buffer size between 64 KB and
1 MB. For many paths, this is not enough, and must
be increased. Without RFC 1323 “Large Windows”,
TCP/IP does not allow applications to buffer more
the 64 KB in the network, which is inadequate for
almost all high speed paths.

4. The application must set its send and receive socket
buffer sizes (at both ends) to at least the band-
width*delay product of the link.

In addition to RFC 1323, TCP Selective Acknowledg-
ments (RFC 2018 [6]) also known as SACKs are in the
process of being standardized. It addresses the perfor-
mance degradation, when multiple TCP packets are lost
from a window of data, by reducing the amount of retrans-
mission. SACKs could further improve the efficiency of
TCP for high bandwidth networks, particularly in the case
of heavy congestion. Further information on commercial
and experimental implementations of SACK is available at
http://www.aciri.org/floyd/sacks.html. For completeness,
a number of known TCP implementation problems are doc-
umented in RFC 2525 [7]

On all machines, we configured RFC 1323 to increase
the performance of TCP/IP over high speed networks. The
socket buffer size is set to 262,143 bytes, which is the max-
imum socket size configurable in the HP-UX 10.20 kernel,
rather than to the default values of 64 KB. There is no sup-
port for SACK in the HP-UX 10.20 kernel. Parameters such
as the maximum socket buffer size, and the window size on
both receiver and sender were modified to fully utilize the
advantages of RFC 1323.

The TCP_NODELAY option was set on both sender and re-
ceiver for these measurements to avoid grouping and buffer-
ing messages before sending. It is necessary to turn on this
option to ensure each message is sent immediately. Oth-
erwise, we might over-estimate performance in the test re-
sults.

4.3 MPI and Distributed Application Performance

4.3.1 MPI Performance

In this section we examine the performance achievable for
different message sizes using the MPI protocol on the equip-
ment described above. Figures 5 and 6 show the net-
pipe throughput and signature curves for communication,
through the Fore ASX 200BX switch, between two of the
workstations with the Hewlett-Packard J2498A HP-HSC
cards.

Figure 5 shows the throughput achieved with increas-
ing message size. As expected irrespective of the parame-
ter setting used the throughput increases with message size
until some value which is less than the theoretical peak
rate of 155 Mbps for OC-3 speed ATM. Three curves are
given. In all cases, with the exception of a data point at
16,387 bytes, the throughput increases almost monotoni-
cally with increasing message size. The first curve, labelled
“NO RFC1323, MTU=1500”, gives the throughput achiev-
able with the default parameters set on the workstations
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Figure 5: LAM/MPI Throughput Performance
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and switch, that is RFC 1323 extensions are disabled and
the maximum transmission unit (MTU) is set to the Ether-
net maximum of 1,500. This limits frames on the emulated
LAN to 1,500 bytes. Note of course that at the physical
layer level these are carried in standard 53 byte ATM cells.
The second curve, labelled “NO RFC1323”, shows the ef-
fects of increasing the MTU to 9,218, which is the maximum
MTU one can set in the Fore switch. The third curve shows
the effects of setting the Extended Sliding Window param-
eter of RFC 1323 as well as using an MTU with size 9,218.
In the first case the peak throughput is approximately 96.8
Mbps, in the second 112.9 Mbps and in the third 114.9 with
one anomalous point at 118.4 Mbps. Thus it is clear that for
sufficiently large messages using the larger MTU increases
the throughput by about 16% and using RFC 1323 increase
it by another 2%. However for messages of about 262,144
bytes the effects of the Extended Sliding Window protocol
are more noticeable. At this size the throughputs are 94
Mbps, 101.5 Mbps and 111.1 Mbps respectively, giving in-
creases of 8% and 9.4% respectively. For smaller packets
the throughput is more dominated by the latency, which is
approximately .00025 seconds and the overhead and is es-
sentially the same in each case. This may also be seen from
the signature curves in Figure 6, which plots the throughput

achieved at each time interval during the test. The latency
is the intercept of the curve with the time axis.

4.3.2 Application Performance

In this section, we consider the resulting performance for
the liquid crystal application on meshes of 16 × 16 × 16,
32 × 32 × 32, and 64 × 64 × 64 points. Note that, with
the slicing algorithm described, since we are communicating
N × N sets of 5 tensor values each of 8 bytes, we will be
communicating 40 ∗ N2 bytes. This is 10240, 40960 and
163840 bytes for the 16×16×16, 32×32×32, and 64×64×64
cases respectively. It was not possible to produce similar
tables for larger problems due to the workstation memory
limit of 128MB on the HP180’s.

Time Speedup Efficiency
#procs dim = 64

1 1.73e+03
2 1.07e+03 1.67 0.81
3 7.43e+02 2.33 0.78
4 5.81e+02 2.98 0.75
5 5.18e+02 3.34 0.67

#procs dim = 32
1 1.79e+02
2 9.92e+01 1.80 0.90
3 7.54e+01 2.37 0.79
4 6.10e+01 2.93 0.73
5 5.71e+01 3.13 0.63

#proc dim = 16
1 1.30e+01
2 8.03e+00 1.62 0.81
3 6.66e+00 1.95 0.65
4 6.00e+00 2.16 0.54
5 5.77e+00 2.25 0.45

Table 1: Minres Running Time Without RFC 1323 and
MTU=1500

Time Speedup Efficiency
#procs dim = 64

1 1.74e+03
2 9.68e+02 1.79 0.90
3 7.06e+02 2.46 0.82
4 5.43e+02 3.20 0.80
5 4.92e+02 3.53 0.71

#procs dim = 32
1 1.79e+02
2 1.36e+02 1.32 0.66
3 8.94e+01 2.00 0.67
4 8.76e+01 2.05 0.51
5 7.42e+01 2.41 0.48

#procs dim = 16
1 1.30e+01
2 7.56e+00 1.73 0.86
3 6.22e+00 2.10 0.70
4 6.20e+00 2.10 0.53
5 6.14e+00 2.13 0.43

Table 2: Minres Running Time Without RFC 1323 and
MTU=9128
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Time Speedup Efficiency
#procs dim = 64

1 1.74e+03
2 9.72e+02 1.80 0.90
3 6.46e+02 2.70 0.90
4 4.89e+02 3.56 0.89
5 4.09e+02 4.26 0.86

#procs dim = 32
1 1.80e+02
2 1.04e+02 1.73 0.86
3 7.68e+01 2.34 0.80
4 6.11e+01 2.94 0.74
5 5.37e+01 3.34 0.67

#procs dim = 16
1 1.31e+01
2 7.39e+00 1.77 0.88
3 6.25e+00 2.10 0.70
4 4.88e+00 2.68 0.67
5 5.34e+00 2.45 0.49

Table 3: Minres Running Time with RFC 1323 and
MTU=9128

Thus, the problems with N = 16 and N = 32 points are
in the rising part of the MPI graphs and the latter problem,
with N = 64 points are where the different parameter set-
tings are beginning to differentiate themselves. It is clear
that in the latter case there are significant improvements in
the time as we go to the larger MTU and apply the RFC
1323 Extended Sliding Window parameter. This shows in
the improved time and it the speedup and efficiency. In the
case of 5 processors, the time drops from 518 seconds to 492
seconds to 409 seconds, with corresponding improvements
in efficiency from 67% to 71% to 85%.

5 Conclusion and extensions

The results in section 4 show that using RFC 1223 with
MTU = 9, 128 reduces the wall clock time in the case of
the 64 × 64 × 64 liquid crystal problem by about 20%. As
mentioned above, data sets exchanged in this case are just
barely in the differentiated section of Figure 5. Because
of this we expect even greater improvement in the perfor-
mance for grid sizes 128 × 128 × 128 and 256 × 256 × 256.
Unfortunately, we have been unable to test grids of those
sizes since we do not have access to a computer cluster with
sufficient per machine memory to establish the single pro-
cessor benchmark for 128 × 128 × 128 grid. We hope to
verify that expectation shortly, when a cluster of machines
with more memory becomes available to us.

The results in section 4 also show that the parallel pro-
gram outlined in section 3 achieves an efficiency of around
85%, and we expect a better efficiency for larger grid sizes,
since the ratio of computation to communication will be
greater. In the context of liquid crystal research, the algo-
rithm we presented here represents an efficient and extensi-
ble parallel procedure for calculating the equilibrium config-
uration of liquid crystal molecules in a confined region. As
such, it is a distributed version of the computational server
necessary for the construction of an interactive program,
which can track the behavior of liquid crystal materials in
the presence of changing temperature and field parameters.
Such a program would be of significant value in the design
of liquid crystal devices.
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