
Network Flows and Matching
(Supplementary) 

• The Max Flow problem is one of the basic problems of algorithm design. 

• Intuitively we can think of a flow network as a directed graph in which 

fluid is flowing along the  edges of the graph.  Each edge has certain 

maximum capacity that it can carry.  The idea is to find out how much flow 

we can push from one point to another. 

• The max flow problem has                                                              

applications in areas like                                                              

transportation, routing in networks. 

• It is the simplest problem in a line of many important problems having to 

do with the movement of commodities through a network. These are often 

studied in business schools, and operations research. 



Flow Networks
• A flow network G = (V, E) is a directed graph in which each edge (u,v) of 

E has a nonnegative capacity c(u,v)  0. There are two special vertices: a 

source s, and a sink t. 

• If (u,v) is not an edge we model this                                                                                     

by setting c(u,v) = 0. We assume that                                                                                   

every vertex lies on some path from the                                                                              

source to the sink (for otherwise the                                                                                  

vertex is of no use to us). 

• A flow is a real valued function on pairs of vertices ,   f: VV R which 

satisfies the following three properties: 

• Capacity Constraint: v, u  V,  f(u,v)  c(u,v).

• Skew Symmetry: v, u  V,   f(u,v) = - f(v,u). (In other words, we can think of 

backwards flow as negative flow. This is primarily for making algebraic analysis easier.)

• Flow conservation: v, u  V -{s,t}, we have

(Given skew symmetry, this is equivalent to saying, flowin = flowout.)
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MaximumFlow Problem
• Note that flow conservation does not apply to the source and sink, since we think 

of ourselves as pumping flow from s to t. Flow conservation means that no flow is 

lost anywhere else in the network, thus the flow out of s will equal the flow into t. 

• The quantity f(u,v) is called the net flow from u to v. 

• The total value of the flow f is defined as                         , i.e. the flow out 

of s. It turns out that this is equal to                , the flow into t.  

• The maximumflow problem is, given a flow network, and source and sink 

vertices s and t, find the flow of maximum value from s to t. 
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Multisource & multisink flow 
• It may seem overly restrictive to require that there is only a single source 

and a single sink vertex. Many flow problems have situations in which 

many source vertices s1,s2,…,sk and many sink vertices t1,t2,…,tl. 

• This can easily be modelled by just adding a special supersource s’ and a 

supersink t’, and attaching s’ to all the si and attach all the tj to t’ . We let 

these edges have infinite capacity.  Now by pushing the maximum flow 

from s’ to t’ we are effectively producing the maximum flow from all the 

si’s to all the tj's. 

• Note that we don't care which flow from one 

source goes to another sink. If you require that 

the flow from source i goes ONLY to sink i, 

then you have a tougher problem called the 

multicommodity flow problem. 



Set Notation
• Sometimes rather than talking about the flow from a vertex u to a vertex v, we 

want to talk about the flow from a SET of vertices X to another SET of vertices Y. 

• To do this we extend the definition of f to sets by defining                            

• Using this notation we can define flow balance for a vertex u more succinctly by 

just writing f(u,V ) = 0.

• One important special case of this concept is when X and Y define a cut 

(i.e. a partition of the vertex set into two disjoint subsets X  V and Y=V-X). In this case 

f(X,Y) can be thought of as the net amount of flow crossing over the cut.

• It is easy to see (from the definition of flow)  
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FordFulkerson Method
• The most basic concept on which all networkflow algorithms work is the 

notion of augmenting flows. The idea is to start with a flow of size zero, and 

then incrementally make the flow larger and larger by finding a path along 

which we can push more flow. 

• A path in the network from s to t along which more flow can be pushed is 

called an augmenting path. This idea is given by the most simple method for 

computing network flows, called the FordFulkerson method. 

• Almost all network flow algorithms are based on this simple idea. They 

only differ in how they decide which path or paths along which to push flow. 

• We will prove that when it is impossible to ``push'' any more flow through 

the network, we have reached the maximum possible flow (i.e. a locally 

maximum flow is globally maximum). 



Residual Network
• To define the notion of an augmenting path, we first define the notion of a 

residual network. Given a flow network G and a flow f , define the residual 

capacity of a pair u,v  V to be cf(u,v) = c(u,v) – f(u,v).

• Because of the capacity constraint, cf(u,v)  0. Observe that if cf(u,v) > 0 

then it is possible to push more flow through the edge (u,v). Otherwise we 

say that the edge saturated. 

• The residual network is the directed graph Gf with the same vertex set as G 

but whose edges are the pairs (u,v) such that cf(u,v) > 0. Each edge in the 

residual network is weighted with its residual capacity. 

• Lemma: Let f be a flow in G and let f ’ be a flow in Gf. Then (f +f’)

(defined (f +f’)(u,v) = f(u,v) + f’(u,v)) is a flow in G. The value of the flow 

is |f| + |f’|.

• Proof: Basically the residual network tells us how much additional flow we 

can push through G. This implies that f + f’ never exceeds the overall edge 

capacities of G. The other rules for flows are easy to verify. 



Residual Network: Example



Augmenting Paths 
• An augmenting path is a simple path from s to t in Gf . The residual capacity of the 

path is the MINIMUM capacity of any edge on the path. It is denoted cf(p).

• Observe that by pushing cf(p) units of flow along each edge of the path, we get a 

flow in Gf , and hence we can use this to augment the flow in G. (Remember that when 

defining this flow that whenever we push cf(p) units of flow along any edge (u,v) of p, we 

have to push -cf(p) units of flow along the reverse edge (v,u) to maintain skew-symmetry.)

• Since every edge of the residual network has a strictly positive weight, the resulting 

flow is strictly larger than the current flow for G. 

• Determining if there exists an augmenting path from s to t is an easy problem. 

• First we construct the residual network, and then we run DFS or BFS on the 
residual network starting at s. If the search reaches t then we know that a path exists 
(and can follow the predecessor pointers backwards to reconstruct it). Since DFS and 
BFS take Θ(n + e) time, and it can be shown that the residual network has Θ(n + e) 
size, the running time of FordFulkerson is basically 

Θ((n + e)(number of augmenting stages)). 

• Later we will analyze the latter quantity. 



Example



Correctness 
• To establish the correctness of the FordFulkerson algorithm we need to delve more 

deeply into the theory of flows and cuts in networks. 

• A cut, (S,T), in a flow network is a partition of the vertex set into two disjoint 

subsets S and T such that s  S and t  T . We define the flow across the cut as 

f(S,T), and we define the capacity of the cut as c(S,T). (Note that in computing f(S,T)

flows from T to S are counted negatively (by skewsymmetry), and in computing c(S,T) we 

ONLY count constraints on edges leading from S to T ignoring those from T to S.) 

• Lemma: The amount of flow across any cut in the network is equal to |f|.

• Proof: f(S,T) = f(S,V) - f(S,S) = f(S,V) = f(s,V) + f(S-s,V) = f(s,V) = |f|.

(The fact that f(S-s,V)=0 comes from flow conservation. f(u,V)=0 for all u ( s, t),

and since S-s is formed of such vertices, the sum of their flows will be zero also.)

• Since you cannot push any more flow 

through a cut than its capacity, we have: 

Corollary: The value of any flow is bounded 

from above by the capacity of any cut, i.e., 

Maximum_flow  Minimum_cut



Max-Flow Min-Cut Theorem
• The correctness of the FordFulkerson method is based on the following 

theorem, called the MaxFlow, MinCut Theorem. 

• It basically states that in any flow network the minimum capacity cut acts 

like a bottleneck to limit the maximum amount of flow. 

• FordFulkerson algorithm terminates when it finds this bottleneck, and 

hence it finds the minimum cut and maximum flow. 

• MaxFlow MinCut Theorem: The following 3 conditions are equivalent. 

(i)  f is a maximum flow in G, 

(ii) The residual network Gf contains no augmenting paths, 

(iii) |f| = c(S,T) for some cut (S,T) of G.



Max-Flow Min-Cut Theorem(Proof)

• MaxFlow MinCut Theorem: The following 3 conditions are equivalent. 

(i)  f is a maximum flow in G, 

(ii) The residual network Gf contains no augmenting paths, 

(iii) |f| = c(S,T) for some cut (S,T) of G.

• Proof: (i)  (ii): If f is a max flow and there were an augmenting path in Gf , 

then by pushing flow along this path we would have a larger flow, a contradiction. 

(ii)  (iii): If there are no augmenting paths then s and t are not connected in the 

residual network. Let S be those vertices reachable from s in the residual network 

and let T be the rest. (S,T) forms a cut. Because each edge crossing the cut must be 

saturated with flow, it follows that the flow across the cut equals the capacity of 

the cut, thus |f| = c(S,T). 

(iii)  (i): Since the flow is never bigger than the capacity of any cut, if the flow 

equals the capacity of some cut, then it must be maximum (and this cut must be 

minimum). 



Analysis of the FordFulkerson method

•The problem with the FordFulkerson algorithm is that depending on how 

it picks augmenting paths, it may spend an inordinate amount of time 

arriving at the final maximum flow. Consider the following example 

• If the algorithm were smart enough to send flow along the edges of 

weight 1,000,000, the algorithm would terminate in two augmenting steps. 

• However, if the algorithm were to try to augment using the middle edge, 

it will continuously improve the flow by only a single unit. 2,000,000 

augmenting will be needed before we get the final flow. 

• In general, FordFulkerson can take time Θ((n + e)|f*|) where f* is the 

maximum flow. 



An Improvement 
• We have shown that if the augmenting path was chosen in a bad way the 

algorithm could run for a very long time before converging on the final flow. 

• It seems (from the earlier example) that a more logical way to push flow is 

to select the augmenting path which holds the maximum amount of flow. 

• Computing this path is equivalent to determining the path of maximum 

capacity from s to t in the residual network. It is not known how fast this 

method works in the worst case, but there is another simple strategy that is 

guaranteed to give good bounds (in terms of n and e).



EdmondsKarp Algorithm
• The EdmondsKarp algorithm is FordFulkerson, with one little change. 

When finding the augmenting path, we use BreadthFirst search in the residual 

network, starting at the source s, and thus we find the shortest augmenting 

path (where the length of the path is the number of edges on the path). 

• They have shown (we will not prove this) that this choice is particularly 

nice in that, if we do so, the number of flow augmentations needed will be at 

most O(en). 

• Since each augmentation takes O(n + e) time to compute using BFS, the 

overall running time will be O((n+e)en) = O(n2e+e2n)=O(e2n) (under the 

reasonable assumption that e  n). 

•The best known algorithm is 

essentially O(en log n).



History of Max_Flow Algorithms



History of Max_Flow Algorithms



Maximum Matching
• One of the important elements of network flow is that it is a very                

general algorithm which is capable of solving many problems. 

• Consider the following problem, you are running a dating service and            

there are a set of men L and a set of women R. Using a questionnaire you   

establish which men are compatible with which women. Your task is to pair up as 

many compatible pairs of men and women as possible, subject to the constraint 

that each man is paired with at most one woman, and vice versa. (It may be that 

some men are not paired with any woman.) 

• This problem is modeled by giving an undirected graph whose vertex set is V = L 

 R and whose edge set consists of pairs (u,v), u  L, v  R such that u and v are 

compatible. The problem is to find a matching, that is a subset of edges M such 

that for each v  V, there is at most one edge of M incident to v. The desired 

matching is the one that has the maximum number of edges, and is called a 

maximum matching.  

• The resulting undirected graph has the property that its vertex set can be divided 

into two groups such that all its edges go from one group to the other (never within 

a group. This problem is called the maximum bipartite matching problem. 



Reduction to Network Flow 
• We claim that if you have an algorithm for solving the network flow problem, 

then you can use this algorithm to solve the maximum bipartite matching problem. 

(Note that this idea does not work for general undirected graphs.) 

• Construct a flow network G’= (V’,E’) as follows. Let s and t be two new vertices 

and let V’= V {s,t}, E’= {(s,u) | u  L}  {(v,t) | v  R}  {(u,v) | (u,v)  E}.

• Set the capacity of all 

edges in this network to 1. 



Reduction to Network Flow(cont.)
• Now, compute the maximum flow in G’. Although in general it 

can be that flows are real numbers, observe that the FordFulkerson 

algorithm will only assign integer value flows to the edges (and this 

is true of all existing network flow algorithms). 

• Since each vertex in L has exactly 1 incoming edge, it can have 

flow along at most 1 outgoing edge, and since each vertex in R has 

exactly 1 outgoing edge, it can have flow along at most 1 incoming 

edge. Thus letting f denote the maximum flow, we can define a 

matching 

M = {(u,v) | u  L, v  R, f(u,v) >  0}. 

• We claim that this matching is maximum because for every 

matching there is a corresponding flow of equal value, and for 

every (integer) flow there is a matching of equal value. Thus by 

maximizing one we maximize the other. 


