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Abstract

It hasbeenwell recanizedthat data miningis an interac-
tive and iterative process. In order to supportthis process,
oneof thelong-termgoalsof datamining reseach hasbeen
to build a Knowledge Discovery and Data Mining System
(KDDMS). Along this line, mud reseach hasbeendoneto
providedatabasesupportfor miningoperations.

However, the focusin theseefforts has typically beenon
mininga singledataset.In manysituations sud asin a data
warehousethe userusuallyhasa view of multiple datasets
collectedfromdifferentdatasources.In sud scenarioscom-
paringthepatternsfromdifferentdatasetandundestanding
their relationshipscan be an extremelyimportantpart of the
KDD process.Thisrequiressupportfor complex querieson
multipledatasetsn a KDDMS.

This paper addresseghe new functionality and optimiza-
tionsrequiredfor the above processspeci cally focusingon
frequentitemsetmining We male the following contribu-
tions: 1) We presentan SQL-basednedanismfor querying
frequenitemsetsacrossmultiple datasets?2) We establishan
algebrafor sud queries.3) We developa numberof transfor
mationsonthis algebra, andintroduceseveral new operators
for this purpose 4) We presentsereral algorithmsfor nding
the queryplan to reducethe executioncost. 5) We evaluate
our algorithmsonrealandsyntheticdatasetsandshowup to
an order of magnitudeperformancegain.

1 Intr oduction

Within the lastdecadedatamining hasemegedasanim-
portantcomponenbf databaseandinformationsystems.A
large body of researchexists on algorithmsfor a variety of
datamining tasks, targeting a variety of applications,data
types,andexecutionernvironments.

It hasbeenwell recognizedthat datamining is an inter
active anditerative processj.e., a dataminer cannotexpect
to getinterestingpatternsand knowledgeby a single execu-
tion of onealgorithm. In orderto supportthis processpne
of the long-termgoalsof datamining researchhasbeento
build a Knowledg Discovery and Data Mining System(KD-
DMS) [10, 16, 18]. The vision is that sucha systemwill

provide anintegratedanduserfriendly ervironmentfor ef -
cient executionof datamining tasksor queries. Along this
line, muchresearctasbeenconductedo provide database
supportfor mining operations. This includesthe work on
query languageextensions[14, 17, 24] and implementing
mining algorithmsin a databasesystem[8, 31, 37]. Logic
andalgebrabasedmethodshave alsobeenproposedo model
the mining process[7, 13, 19]. The sub eld of constraint
associatiormining allows mining of interestingassociation
rules by taking of a variety of constraintconditionsas in-
put[6, 20, 22, 25, 28, 32].

In the above researctprojects,the focushastypically been
onminingasingledatasetHowever, in mary situationssuch
asin a datawarehousethe userusuallyhasa view of multi-
ple datasetzollectedfrom differentdatasources. In such
scenarioscomparingthe patterndrom differentdatasetsaind
understandingheir relationshipsanbe anextremelyimpor-
tantpartof theKDD processThis, however, requiressupport
for complex querieson multiple datasetsn aKDDMS.

Such supportinvolves newv optimizationsas well as new
functionality. Supposea userneedso nd itemsetsthatfre-
guentwith a certainsupportin both and . While thiscan
be answeredy taking intersectionof the resultsfrom both

and , thisis likely to be very expensve. Instead,we
cancomputeitemsetsfrequentin eitherof the two datasets,
andthensimply nd which of thesearefrequentin the other
datasetHowever, this leadsto two differentevaluationplans,
correspondingo usingthedataset and , respectiely, for
theinitial evaluation. Thetwo evaluationplanscanhave dif-
ferentcosts,dependingiponthe natureof thedatasets and

. Furthermoreasthe numberof datasetandthe comple-
ity of the queryconditionincreasesthe numberof possible
evaluationplanscanalsogrow. Thus,thereis aneedfor tech-
niguesfor enumeratinglifferentqueryplansandchoosinghe
onewith theleastcost,similar to what have beendeveloped
for relationalqueries.

Moreover, simply combiningresultsfrom applyingmining
operator®n eachdatasetnaynotevenprovidetheresultswe
desire.For example suppos@usemeedso nd itemsetghat
arefrequentwith a certainsupportin eitherof the datasets



or ,alongwith theirfrequenciesn boththesedatasetsThis
requiresmorethanjust computingfrequentitemsetsin both

and andtakingtheirunion. Thisis becauseve alsoneed
to determinghefrequeng of itemsetsn a datasetvhich are
only frequentin the otherdataset.

This paperaddressethe above two problems We providea
simplemechanisnfor specifyingmining queriesacrosamul-
tiple datasets.Then, by representinghesequeriesthrough
an algebra,anddevelopinga setof transformatiorand opti-
mizationtechniqueswe establistanapproacHhor optimizing
thesequeries.Our work is speci cally in the context of fre-
guentitemsetmining, whichis a coredatamining operation.
Algorithms for frequentitemsetmining have formedthe ba-
sisfor a numberof othermining problemsjncludingassoci-
ationmining, correlationamining, andmining sequentiabnd
emeging patterng15].

To summarize,this papermakes the following contribu-
tions:

We presentan SQL basedmechanisnfor queryingfre-
guentitemsetsacrosamultiple datasets.

We establishanalgebrafor suchqueries.

We introduceseveralnew operatorsanddevelopanum-
ber of transformation®n this algebrato enableaggres-
sive optimizations.

We presenteveral heuristicalgorithmsfor nding ef -
cientqueryplans.

We evaluateour queryoptimizationtechniqueson both
realandsyntheticdatasetsanddemonstratep to anor-
derof magnitudeperformanceyainsascomparedo the
naive execution.

The restof the paperis organizedasfollows. In Section2,
we describeseveral scenariosn which queriesover multiple
datasetganarise. In Section3, our queryframework is pre-
sented.In Section4, we establishanalgebrafor the classof
guerieswe areinterestedn. An overview of the queryopti-
mizationis presentedn Section5. Detailsof transformations
andquery plan generatiorare consideredn Section6. Our
experimentalevaluationis presentedn Section7. We com-
pareour work with relatedresearctefforts in Section8 and
concluden Section9.

2 Motivating Examples
To furthermotivateandfacilitateour study we consideitwo

scenarioandlist mary examplesof the kind of queriesour

frameawork tamgets.

Mining the Data Warehousefor a Nation-wide Store: Con-

sider a storethat hasthree branches,n New Jersg, New

York, and California, respectrely. Eachof them maintains

adatabasavith lastoneweek’s retail transactionsTo under

standhow the geographicalactorsimpactshoppingpatterns,

queriesof thefollowing typearelikely to be asled:

Q1: Find the itemsetsthat are frequentwith supportlevel
0.1%in anyof thestores.

Q2: Find the itemsetsthat are frequentwith supportlevel
0.1%in ead store.

Q3: Find the itemsetsthat are frequentwith supportlevel
0.05%in boththestoresoneastcoastbut areveryinfre-
guent(supportlessthan0.01%)in the westcoaststore.

Finding Signature Itemsetsfor Network Intrusion: In a

signaturedetectiorsystemfrequentitemsetansene asthe

patternsto signalwell-known attacks[26]. Supposea tcp-
dumpdatasetontainshe TCP pacletinformationof several
different network intrusion attacks. We can split the avail-
abledatainto several datasetswith one datasetorrespond-
ing to eachintrusiontypeandanormaldatasetorresponding
to the situationwhennointrusionis occurring.Queriesof the
following type have beenusedto capturethe signaturepat-
terns[26]:

Q4: Find the itemsetsthat are frequentwith a supportlevel
80%in either of the intrusiondatasetsbut arevery in-
frequent(supportlessthan50%) in the normaldataset.

Q5: Find the itemsetsthat arefrequentwith a supportlevel

70% in ead of the intrusion datasetsbut are very in-

frequent(supportlessthan 60%) in the normaldataset.

Q6: Find the itemsetsthat are frequentwith a supportlevel

85%in oneof the intrusiondatasetshut arevery infre-

guent(supportlessthan65%)in all otherdatasets.

In this paper we have the following two goals. First, we
wantto have a systematicand simpleway of expressingthe
above queries. Secondwe wantto be ableto optimize the
abore queries.

3 SQL Extensionsfor Mining AcrossMultiple
Datasets

As we statedearlier mary researctprojectshave proposed
databasdanguageextensionsfor expressingmining opera-
tions,including nding frequentitemsets.However, noneof
theseprovide corvenientbasisfor expressingandoptimizing
frequentitemsetcomputationsacrossmultiple datasets. In
this section,we introducea new approachto queryingfre-
guentitemsetsacrossmultiple datasets. Our approachin-
volvesusingavirtual table,andusingSQL queriego partially
materializethe virtual table.

Let be the setof datasetsve aretarget-
ing. Eachof thesecomprisedransactionsyhich are setof
items. Thedatasetsrealsohomaeneousi.e, anitem hasan
identicalnameacrosdifferentdatasetsLet betheset
of all the possibleitemsin all datasets.

We de ne thefollowing schema,

For atable of this schemathe columnwith attribute

storesall possibleitemsets,.e, the power-setof . The
columnwith attribute storesthe frequeng of the item-
setsin thedataset . For example,considertwo transaction
datasets and , asshavnin Tablel. The setof distinct
itemsin thetwo datasets, S . Table2
containsaportionof the tablefor thedatasets and



| Dataset [ Dataset |
[ TransID | Items | TransID | Items |
1 ABE 1 ABDE
2 B.D 2 BCE
3 A, B, E 3 A B, E
4 AC,D 4 A B, C
5 B.C.D 5 A, C
6 AC.D 6 C,D
7 A B
8 A, B,C,D,E
Table 1. Datasets and
| | ] |
A 6/8 | 4/6
B 6/8 | 4/6
C 4/8°| 4/6
D 6/8 | 2/6
E 38 | 3/6
AB 4/8° | 3/6
AC 3/8 | 2/6
[ ABCDE [18] 0 |
Table 2. Table for the Datasets and

In real scenariowherefrequentitemsetmining is applied,
the numberof distinct itemsetscan easily be in hundreds,
thousandsopr even more. Consequentlythe total numberof
itemsetds likely to betoo large for thetable to be mate-
rialized andstored. Thus,sucha tablecanonly be usedasa
virtual tableor alogical view.

With this, a query to partially materializethe virtual fre-
gueng table hasfollowing format:

SELECT

FROMFrequency( )
WHERECondition

where, anda conditionis

de ned asfollows:

1. and areconditionswhere

2.( AND )and( OR )areconditionsif and

areconditions.
3. ( ) isaconditionif  is acondition.

The above queryformatandthe setof allowableconditions
can be usedto expressa rich classof queries. However,
the numberof infrequentitemsetsin a single dataseis usu-
ally muchlarger thanthe numberof frequentitemsets,and
enumeratin@ll infrequentitemsetsand computingtheir fre-
guenciescan be extremely expensve. To avoid generating
sucha large numberof infrequentitemsets we requirethat
eachqueryinvolving infrequentitemsetson a given dataset
mustbe constrainedy at leastonequeryinvolving frequent
itemsets.This is formalizedasthe admissibleconditionon a

query
Formally, let be considereda positive predicate
and be considered negative predicate.A condi-

tionis mappedo alogicalformula,whichis thentransformed
into thefollowing disjunctive normalform (DNF).

where, isaconjunctive-clausg.e., it involvesAND oper
ationononeor morepredicates.

With this, we de ne thefollowing:
De nition 1 A conjunctive-clausds constained if it in-
cludesa positivepredicate

De nition 2 A condition is admissible if every
conjunctive-clausén its DNF formatis constained.

For example thefollowing conditionto querythe
datasets is not admissible.

OR ( AND )
Thisis becauséhe rst conjunctive-clause,
not constrained.

In therestof this paperwe will only focuson querieswith
admissibleconditions.

4 Algebra for Queries

In the previous section,we introduceda query format for
expressingfrequentitemsetoperationson multiple datasets.
This sectiondevelopsan algebraformulationfor processing
thesequeries.

We begin with the de nition of a view of the table. A
view of the tableis atablewith a subsetwf the rows and
columnsof the table,which alwayscontainghe columnof
theattributes , andtheexactfrequeng of anitemsetcanbe
replacedoy aNull value(denotedas ).

Giventhis, we de ne threebasicoperatorswhich cangen-

tableon

, 1S

eratesimpleviews of the table.
1. The frequentitemsetmining operator com-
putesthe frequentitemsetfrom a singledataset  with sup-

portlevel . It returnsasetof two-tuplescomprisingtemsets
andtheir frequeny on dataset

2. The negative frequent itemset mining operator
computestemsetsin with supportlevel less
Formally, assuming to be the power-set of
,and is the projectionof onthe
columnof attributes , we have

than

3. The counting operator countsthe frequengy
for eachitemsetin theset ondataset . To simplify its
evaluation,this operatoris only de nedonaset thatsatis-
es thedown-closue propertyi.e, if anitemsetisin , then
all of its subsetsrealsoin

Note that each operatordiscussedabove generatessim-
ple views of the table. Table 3 shavs someexamples
of the basic operators,where the datasets  and are
asshovn in Table1, and is , ,

Next, we de ne two operationghatcancombinethe views
of thethe table. Let and betwo views of the
table.Let and betheprojectionsof and onthe
attribute . We de ne thefollowing two operations:

1. Intersection ( ): isde nedas



[ [ [
A 6/8 A 4/6 D A 6/8
B 6/8 B 4/6 AC B 6/8
C 478 C 4/6 AD E 3/8
D 6/8 E 3/6 AE AB 478
AB | 48| AB | 36 : AE 3/8
CD | 48 AB.C, B.E 3/8
D,E
ABE | 3/8
Table 3. Basic Operators on Table
| [ |
| [ [ [ |
A 6/8 4/6 A 6/8 476
B 6/8 4/6 B 6/8 476
C 4/8 4/6 C 4/8 476
AB | 4/8 3/6 D 6/8
E 3/6
AB | 48 3/6
CD | 48

Table 4. Inter section and Union Operation

In this operationwe nd the itemsetsthat are commonto
and ,i.e. theset . We reportthe frequeny
countof suchitemsetdor all datasetincludedin either  or
. Thisis doneby essentiallytakingajoin overtheattribute
of with  and is the standarddatabase
join operation,with oneimportantdifference. Any column
thatiscommonbetween and ismeged In megingthe
columnsanactualcountis preferredovera (Null) value.

2. Union ( ): isde nedas

In this operationwe nd theitemsetghatarein either  or

,i.e. theset . We now take anouterjoin[34]. We
reportfrequeng countfor theseitemsetsaandall datasetshat
arein  or . Null isinsertedfor entriesfor which values
arenot availablefrom either  or

Notethatthe resultsof thetwo operationsarestill views of
the table.Table4 providesexamplesfor eachof thesetwo
operations.

Baseduponthe de nitions of the abore operationswe can
easilyprove thefollowing:

Lemmal The opemtions, intersection and union
satisfythe associativecommutativeand distributive proper
ties.

Next, we discusshow a query can be modeledusing the
above operatorsand operations.Let us considera query
with the condition As statedearlier the condition
can be restatedin the DNF form, with conjunctve clauses

. Formally,

If is a positive predicatewe canreplaceit by theopera-
tor . Similarly, we replacea negative predicateby

. We canrepresenthe queryby

where,each  is computedusingintersectioroperations.

Thus, we have captureda condition  usingthe operators
andoperationsve have de ned. Oneparticularissue,how-
ever, still needsto be addressed. The table can con-
tain  (Null) values. An exampleof this is

in theTable4. To correctlyevaluatetheoriginal
query, thenull valueof anitemsetneedso bereplacedy its
actualfrequeng. This canbe doneby applyingthe counting
operatomwe have de ned.

It turns out that a modi ed versionof the query can bet-
ter capturethe intentionsof the userandavoid the costsas-
sociatedwith countingoperators. A null value of an item-
setsuggestshatthe itemsetis infrequentwith respecto the
speci ed supportlevel. In suchcasesa usercould simply
be interestedn knowing thatthe itemsetis infrequentin the
particulardatasetandmay not needto know the speci c fre-
gueng value. We introducea new notation, , for this pur
pose.In the Selectclauseof original query replacing by

denoteghatthe null valueis acceptablef the itemset
is infrequent.Thesigni canceof for our queryevalua-
tion is thatthe countingoperatoron s notrequired.

Giventhis, the queriescanbe generalizedsfollows:

SELECT
FROMFrequency( )
WHERECondition

where, .

For suchageneralquery , whosecondition is captured
usingtheexpression , theresultcanbe expresseds

where, , denotedas , Is the setof
dataset@ppearingn the SELECTclausewithoutthe nota-

tion,and is the minimal extensionof which satis es
thedown-closureproperty
5 Query Optimization Overview

This sectiongivesanoverview of theissuesnvolvedin cor-
rectly andefciently evaluatinga queryof the form de ned
in the previoussection.

To facilitateour discussionye usethefollowing query de-

notedby , asarunningexample.

SELECT

FROMFrequency ( )

WHERE( AND AND
NOT( OR )
OR ( AND AND
NOT( OR )

The queryinvolves nding theitemsetswhich arefrequent
with supportlevel in boththe datasets and , butin-
frequent(supportlessthan ) in thedatasets and , or
viseversa.The DNF form of thecondition is:



canbeexpresseas:

Theansweringsetof this querycanbe expresse@s

As suggestedn the expression , the naive methodto
evaluatethe query , needsto invoke the operator
timesandthe countingoperator once. Note that the neg-
ative frequentitemsetmining operatoy  , is actuallyim-
plementedby frequentitemsetmining operatoy  , andits
resultview doesnot needto be materializedn orderto eval-
uatethe query Thereasorfor thisis asfollows. Recallthat
every conjunctive-clausdan the DNF format of the admissi-
ble conditioncontainsat leastone positive predicate.There-
fore,in , eachnegative frequentitemsetmining operatoy
, will intersect( ) with somefrequentitemset
mining operatoy . By applying the property of
the operation , canbe moreef ciently evalu-
atedas

Now, let usconsidetthecostsassociatedvith evaluatingthe
expression , andtheopportunitiedor optimizingit. The
rst obsenationis thatthe costsof and operatorsare
typically muchhigherthanthoseof unionandintersectiorop-
erations.Thereforewe needto focuson and operators

in our optimizationprocess.

Let us considerthe naive evaluation of The key
obsenationis thata large fraction of the computationis ei-
ther repetitiveor unnecessary By repetitivecomputation,
we imply nding the frequeng of an itemseton a dataset
morethanonce,dueto differentmining operators. For ex-
ample,the computationof is repetitve. This is
because is also evaluatedand

. By unnecessargomputationwe imply nd-
ing the frequeng of theitemsetswhich do not appeaiin the

result . For example,the computatiorof frequeng for
eachitemsetin theset onthedataset is
unnecessary

In optimizingthe queryevaluationprocesspur rst goalis
to try andremove repetitve and unnecessargomputations.
Thisis doneby introducingnew operatorsandusingcontain-
ing relations,respectiely. Theseare discussedn the next
two subsections.
5.1 NewOperators

To reducethe unnecessargomputationfwo new operators,

and , areintroduced.
1. Frequent itemset mining operator with constraints
nds the itemsetsthat are frequentin the

dataset with support andalsoappearsntheset . s
asetof itemsetghatsatis esthedown-closureproperty This
operatoralsoreportsthe frequeng of theseitemsetsin

Formally,
table:

computeghefollowing view of the

Thetypical scenariovherethis operatohelpsremove unnec-
essarycomputations asfollows. Supposéhefrequentitem-

setoperatorintersectswith someview of the table, such
thatthe projectionof this view ontheattribute is . This

operatoipushegheset intothefrequenttemsetgeneration
procedurej.e., senesasthesearchspacefor thefrequent
itemsetgeneration. Thus, the unnecessargomputationfor

theitemsetghatarenotin  canbesaved.

2. Group frequentitemsetmining operator , where
, nds theitemsetghat
arefrequentin eachdataset with support , andreports

their frequeng in eachof thesedatasetsFormally,
computeghefollowing view of the table:

The basicidea behindthis operatoris asfollows. The fre-
gueny countfor all datasetsn is carriedoutin parallel.
Thus,all superset®f anitemsetthatis determinedo bein-
frequentin ary of thedatasetss pruned.

We usethe following exampleto illustratethe useof these
operatorsConsiderthefollowing view of the table,

Applying the operatoywe canevaluate
andthenintersecit with

rst,

Comparedwith the naive method, this evaluation reduces
the unnecessarycosts of
on the dataset and
onthedataset . However, the
computatiorfor
onthedataset is still unnecessary
Applying the operatorthisview canbeevaluatedas

No unnecessarcomputationis involved now. However,
the computationof the itemsetsin the set
for dataset hasnow become

repetitve.
5.2 Containing Relation

An importanttool to remove repetitve computatioris based
on the containingrelation for the setsof frequentitemsets.
The containingrelationis as follows: ,
containsall the frequentitemsetsin . Therefore,
if the rst oneis available,invocationof the secondcanbe
avoided. Instead a relatively inexpensve selectionoperator
denotedas , canbeapplied.Formally, for , we have,

This containingrelationscanbe alsoextendedto the our two
new operators, and



Let usrevisit our runningexample.In view of this relation,
at mostone invocationof the mining operator  on each
dataseis required.Thus,we only needfour invocationsof the

operatori.e., , , .
and . This method,which removesall repeti-
tive computationdue to operatoy but doesnot use
and operatorsis referredto asthe OptimizationRR (Re-
move Redundant)lt shouldbe notedthatthoughthe repeti-
tive computationdueto operatoris removedhere,much
unnecessargomputatioris still involved.

5.3 Overview of Query Plan Generation

The discussionn the previoustwo subsectiongocusedon
removing unnecessargnd repetitve computationsrespec-
tively. Eachwasconsideredndependentlyln generatingan
ef cient planfor evaluatingaquery it isimportantto consider
both. As ourexamplehasshaovn, removing unnecessargom-
putationcanintroducerepetitve computationandvice-versa.
Clearly, this makesqueryoptimizationa challengingtask. In
mary casesyemoving both unnecessargndrepetitve com-
putationfor a query evaluationis not possible. Particularly,
if negative frequentitemsetmining operatorandcountingop-
eratoroccurin the query nding anefcient queryplancan
becomevery dif cult.

In the next section,we presenta systematicapproachfor
nding efcient queryplans. Our approachncludesthefol-
lowing threesteps.

1. Transformations: This stepremoveshboththe negative
frequentitemsetmining operator  and countingop-
erator from . Theformat of without
and isreferredto asthe standad form of

2. M table Formulation: The standardform of is
encodedinto an  table. In the  table, eachcol-
umn representsa conjunctie-clausein the condition,
and eachrow represents dataset.Eachcell in the ta-
ble containsapredicateahatappearsn theconditionand
needgo beevaluated Further thequeryevaluationpro-
cesscanbedepictedasacoloringschemefthe table.

3. Query Plan Generation: Theefcient queryplansare
generatedvith the help of the coloring schemeof
table.

6 Query Transformation, Evaluation, and Op-
timization

This sectionpresentsour approachfor query plan genera-
tion. The transformationsre introducedin Subsectiors.1.
The tableandits coloringschemearediscussedh Subsec-
tion 6.2. Finally, Subsectior6.3 presentseveral algorithms
for generatingef cient queryplans.
6.1 Transformationsfor Query Optimization

In the following, we introducetwo transformationavhich
canremove the the negative frequentitemsetsoperator
andthecountingoperator from , andreplacethemby

operators As statedearlier, thetransformed

is referredto asthe standardorm.

Transformation 1: (Removing Counting Operator) This
transformationtakes three steps. In the rst step, for ary
dataset , whichsuggestshata countingoperator

might be neededwe addthe booleanclause into
every conjunctive-clausen the DNF format of condition
Thus,we generatanew condition,denotechs . Clearly, in
this new condition,two booleanclauseson the samedataset
mayappeain asingleconjunctive-clauseln the secondstep,
we remove theseredundanbooleanclausesy thefollowing
rule. If the booleanclausebesideshe new oneis positive,
thenew oneis droppedandif thebooleanclausebesidegshe
new oneis negative, the negative booleanclauseis dropped.
Finally, weconstruct  correspondingo condition  after
the secondstep,andapplythe selectionoperatomwith condi-
tion toget . Formally,

Letusillustratethistransformatioron ourrunningexample.
Theset includesonly the dataset . In the rst step,
thenew condition is

In the secondstep,the condition  becomes:

In the nal step,weconstruct

Theansweringset becomes

Transformation 2: (Removing Negative Frequentitemset
Operator) This transformations baseduponthe following
Lemma.

Lemma?2 Let beanycondition,and
ing this condition,thenwe have

is the setsatisfy-

Note that the valueis treatedas . The detailed
proofis omitted here,but the correctnes®f this lemmacan
beobsenedfrom thefactthat

Thislemmasuggestshatthenegative frequentitemsetopera-
tor canberemaovedby applyingtheunion( ), intersectior{ ),
andselectionoperator

By applyingLemma2, all the negative frequentitemsetop-
eratorcanbedroppedrom . Let




A|101]| 01 0.05

B|01| 01 0.05
cC| 0 0 |01] 01| 012
D 005|/01| 01| 0.1

Table 5. M Table for the query

We denote to containonly the setsof frequentitemsets

for , suchas

Thereforewe have thefollowing equality:

Further we canseethatfor each  , theselectionoperator
( ) canbedroppedbecaus®f the outsideselectionoperator
In sum,this transformatiorremovesall the negative frequent
itemsetminingoperatorsuchas ,in by apply-
ing this equalityanddroppingthe selectionoperatorfor each
conjunctveclause

After thesewo transformationsthe entirecomputatiorcost
to evaluatethequery hasbeenshiftedto compute . To
simplify the discussion,we treat computing asanin-
stanceof this generalizedproblemof evaluatingexpression

, Where,

and,

Thereforejn our example,we have

6.2 A Unied Query Evaluation Scheme
This subsectiordescribes generaschemdor queryevalu-
ationbasednthestandardorm of answeringsetfor queries.
As we had shovn toward the end of previous subsection,
afterapplyingthe two optimizationsandtwo transformations
we hadlisted,thestandardjueryhastheform
. Let bethenumberof distinctdatasetshatappeain
We candepictthequeryevaluationproblemby usingatable
with  rows and columns. Therow in thetable
correspondso thedataset , andthe column corresponds
totheclause . If appearsn ,thecellat -th
columnand -th row will have ,i.e., , otherwise,
thecell is empty In our example,thetablehas rows
and columnsandis showvn in Table5.
We introducethenotionof necessarynformationfor anon-
emptycell. For acell , the necessarynformationis for-
mally de ned as

Intuitively, thisis thesetthatneedgo becomputedo evaluate
this cell of thetable.

Next, we capturetheevaluationprocesgor aqueryby using
a simple coloring schemeor the cellsin the table. Initially,
all the cellsareblack. If the necessarinformationfor a cell
is available,or its supersets available thecell is coloredred.
Clearly, the query evaluationprocessis completewhen all
non-emptycellsarecoloredred.

Tofacilitatethediscussionye de ne achainof setsoneach
row (i.e. for eachdataset)of the  table. Suppose

arethe distinct supportlevels appearingn row .
We constructthe sets to includethe cellsat row that
hasa supportlargerthanor equalto . Formally, for each

For example,the rst row for the dataset inthe table
of thequery hastwo supportlevels, and
, andthecorrespondinghainof setsis and

It is easyto seethat . Thus,we have a
chainbasedn the containingrelation.

The query evaluation process proceedsin steps. In
each step, one or more non-emptycells are colored red.
At a stage , supposefor ary column , the cells

arecoloredred,while theothersare
still black. Then,the informationavailable at this stagecan

bedenoteddy:

Next, we look at how the operators, ,
, and cancolor thetable. In eachin-
vocationof a mining operatomwith x eddatasetandsupport
level, we considethow the setof frequenttemsetscanmaxi-
mally provideinformationfor thecells,andhencecolorthem.
Frequentmining operator : Let rank inthe
sequencef supportlevelsfor therow andhave the corre-
spondingset . An invocationof the frequentmining op-
eratoronthedataset , with support , will turneachcell at
row whosecolumnappearsn theset red. Thecoloring
thatwill occuris independentf the currentcoloring of the
table
Frequentmining operator with constraint :
Again,let rank in the sequencef supportlevelsfor the
row andhavethecorrespondinget . Thecoloringim-
pactedby this operatoris dependenbn the currentcoloring
of thetable . Let bethesetof columnswhich meetthe
following threeconditions:1) they arein theset  , 2) they
have atleastonecell coloredred,and3) their cell atrow is
black. Let  bethe setof frequentitemsetsextractedfrom
thecolumnsin . Then,by applyingthis operatoron dataset
with support andtheset , all cellsonrow whose
columnappearsn  will turnred.
Group frequentitemset mining operator . Invok-
ing this operatoris alsoindependenbf the coloring of the



A | 10 | O 0.05

B | |oH | [0 0.05
cl o[ o || M | BN
D 0.05 | 0N | [OW | [OW |

Table 6. Colored M Table for the query

table. Let Let
the dataset correspondo therow . Let
thesupport rank atrow , andhencecorrespondo
the set Let Invoking
this operatorwill turn every cell in the rectanglede ned by
red.

Considerapplying , ,

and consecutrely on an initially

black-coloredtable  of the query . The rst operator

, will turnthecells , ,and red;thesecond
operatoy , will turnthecells and red;thethird
operator , will turn the cells the right-bottomrectangle
de ned by red. Table6 shavstheresulting

coloredtable.

By theaboveformulation,thequeryevaluationproblemhas
beencorvertedinto theproblemof coloringthetable . Dif-
ferentoperatorscanbe used,andin differentorder, to color
theentiretablered. Therearedifferentcostsassociatedvith
each. The next subsectioraddressethe problemof nding
efcient queryevaluationplans.

6.3 NewQuery Plans

Usingthetablecoloringformulationfrom the previoussub-
section,we now discussapproacheso nding an ef cient
gueryevaluationplan.

The key dif culty in this optimizationprocesss thatit is
very hardto associateostfunctionsfor the threeoperators.
We arenot awareary researcton predictingtherunningtime
for a speci ¢ mining algorithmon a given dataset.The use
of the operator  thatwe have introducedfurther compli-
categthis, becaus¢he performanceanvary dependingipon
the statusof the table. Therefore we usea setof heuristics
andgreedyalgorithmsfor this purpose.We rst presentwo
algorithmsthat are basedupon the use of the and
operators.Then,we describeanotheralgorithmthat further

exploitsthe operator
6.3.1 Using Constraint BasedOperator

The constraintbasedmining operator helps
reducethe computationalcost as follows. At ary stage ,
supposédhat we needto color the cell . As long asan-
otherred cell is availablein the samecolumn, operator
canbeused.

Thealgorithmswe presenterearebasediponaggressiely
usingthe  operatorIn orderto applythisoperatoraquery
planneedgo besplitinto two phases:

Inthe r stphaseweusethe operatorsothat
eachcolumnhasatleastoneredcell.
In thesecondhasewe usethe operators

to computeall othernon-emptycellsin thetable.

Ourapproachnvolvesusingheuristicso minimizecostsfor
eachof thetwo phases.

Approach for PhaseOne: To understandhe compleity
of optimizing the costfor this phaseJet us assumehat we
know the costfor the operator Our goal is to
nd the setof operationswhich hasthe leastcostin color
ing all columnsof the table. This problemcanbe general-
izedandformulatedasfollows. For a set ,

, Wwhereeachset hasa cost
function and correspondgo a chainsetin thetable , we
needto nd theasubsebf whocancover with

theleastcost. Thisis ageneralizesget-coveringproblem and
is NP-had [9].

Note,in our case eachrow only needsat mostoneinvoca-
tionofthe  operatorduetothecontainingrelation There-
fore,we canenumerat¢hecoloringschemesind nd theone
with theminimalcostin timecom-
plexity. Here, and arethe numberof rows andcolumns
respectielyintable ,and isthenumberof differentsup-
portlevelsin therow .

In practice thesizeof thetableis usuallysmall,sotheabove
enumeratiorcanbe donewithout a very high cost. However,
the problemstill is that precisecostfunctionsare not avail-
able.

The heuristicapproachwe useis basedon the obsenation
that no repetitve computationdueto the operatoris in-
volvedin the phaseone. So,we cansolelyfocusonreducing
the unnecessargomputation. A naturalheuristicfor mini-
mizing unnecessargomputatioris throughthe supportevel.
For asingledatasethighersupportlevel for the  operator
implies lower unnecessargomputation. We usethis in our
implementation.

Input: table
Algorithm 1
Find datasetsvhosecorrespondingows hasblackcells;
For eachrow, nd thelowestsupportievel amongblackcells;
On eachrow, we invoke the operatomwith thelowest
supportlevel. Acrosstherows, this operatoris invokedin the
decreasingrderof supportievel usedfor the operator

afterphase-oneoloring

Algorithm 2
Remawe all theredcellsfrom eachchainset ;
Find the non-emptychainsetwith the highestsupport
andinvoke the operatorto colortheset;
Remae all new redcellsfrom thechainset;
Repeathe above stepsuntil all cellsarecolored.

Figure 1. Algorithms for Phase Two

Approach for PhaseTwo: We can use either of the two
greedyalgorithms,Algorithm 1 and Algorithm 2, which are
listed in the Figure 1. The rst algorithm tries to reduce
therepetitve computatiorby invoking operatoffor each
dataseatmostonce.Thereforefrequeng of ary itemsetwill



Input: table
Algorithm 3
Build a collectionof candidatesetsby runningtheenumeration
algorithmfor operator;
Forthecandidateset |, let
andcorrespondingo thechainset

without coloring

. If thereexistsanother

chainset equialentto , transform
into .

Repeatheabove stepto seeif ary moresetcanbeaggregated
into a operation;

Selecta setfrom thesetransformedtandidatesetsbasedn
someheuristic,e.g.,the averagesizeof the parameteset
for the operation.

Figure 2. Using GF operator for Phase One

be countedat mosttwo timesfor a datasetonefrom the
operatorin the phaseone andsecondfrom the operator
in the phasetwo. However, muchunnecessargomputation
is involved since operatoralways picks the lowestsup-
port level for eachdataset.The secondalgorithmtargetsthe
unnecessargomputation,sincefor eachsupportlevel,
operatowill usethesmallesipossibleset to constrainthe
itemsetgeneration. However, much repetitve computation
canbe generatedsincean itemsetcan be computedseveral
timesfor adataset.

Let us considerthe query Combining phaseone and
phasewo, the rst algorithmgivesthefollowing queryplan.

The secondalgorithmgivesthefollowing queryplan.

We can seethat both query planscanreducethe costsby
aggressiely utilizing the available informationandthe
operator
6.3.2 Usingthe Group Operator
Thegroupminingoperator  canhelpremove someunnec-
essarycomputationdueto operator In the above exam-
ple,supposehat and

aregeneratedh phaseone.In thisway, eachcol-
umnis alsocovered,andthe unnecessargomputatiorof set
ondataset is

alsosaved.

QueryConditions | CSET |

O|0O| 0

Table 7. Test Queries for Our Experiments

Theuseof operatoonly changeshephaseone,i.e, our
methodfor coloring at leastcell in eachcolumn. Insteadof
nding operationgo cover eachcolumn,we now
needto nd operationgo meetthe samegoal. Algorithm
3, describedn Figure2, usesthe operatorin a ef cient
way. It resultsin the following query plan for our example
query:

7 Experimental Evaluation

This sectionreportsa seriesof experimentswe conducted
to demonstratehe ef cacy of the optimizationandtransfor
mationtechniquesve have developed.Particularly, we were

interestedn thefollowing questions:
1. What are the performancegainsfrom the use of new

mining operators, and , andwhat are the key

factorsimpactingthelevel of gain.
2. Comparedwith the naive evaluationmethod,what per

formancegainsare obtainedfrom the of differentopti-
mizationsandnew queryplansgeneratedsingthethree

algorithmswe have presented.
Initially, we brie y describehow the threenew operatorsve

introducedwereimplemented.
7.1 Implementation of Operators
The operatorsusedin our queryevaluationarethe frequent
mining operator, the countingoperator, the frequentitemset
with constaints operator, andthe group frequenttemsetop-
erator. For our experimentaktudy Borgelt'simplementation
of the well-known Apriori algorithm[5] is usedasthe fre-
guentminingoperator Theotherthreeoperatorsverederived
fromit asfollows:
Counting operator . Initially, the setof itemsets
is organizedasa pre x tree,whereeachnodecorresponds
to anitemset. Then,a singlepasson the dataset is taken
to projecteachtransactiorontothepre x tree,usingadepth-
rst traversal.
Frequent itemset mining operator with constraints:
. Initially, the setof itemsets is putinto a
hashtable. The processingf is similar to the frequent
itemsetmining operatoywith oneexceptionin the candidate



| Query | Nave | ORR | CF-1 [ CF-2 | GF-1 |

397 168 158
626 352 | 158
914 619 | 236 | 386 | 277
1024 279 265
1381 | 687 | 265
2206 | 1558 | 394 | 484 | 471

Table 8. Performance (in seconds) on IPUMS

datasets
| Query | Nave | ORR | CF-1 [ GF-1 |

1229 | 1085

1178 | 1032 | 301 218
2502 | 1350 | 1304

1525 | 1361

1313 | 1152 | 491 216
2634 | 1392 | 1470

Table 9. Performance (in seconds) on DARPA
datasets
generatiorstage. While placingan itemsetin the candidate
set,notonly all its subsetsieedto be frequent,but the item-
setneeddo bein the hashtableaswell.

Group frequentitemsetmining operator . Thepa-
rameter , sSpeci esthe
supporievel forthedataset . Therearethreedifferences

betweenthe implementatiorof this operatorandthe imple-
mentationof the commonfrequentmining operator First,
eachnoderepresentingn itemsetin the pre x treehasone
count eld for eachdatasetn . Secondthecountsfor each
datasetare updatedindependently Finally, in the candidate
generatiorstage anitemsetis treatedasa candidatesetif all
of its subsetarefrequentin every datasetn

7.2 Datasets

Ourexperimentsvereconductedisingthreegroupsof data,
eachof themcomprisingfour differentdatasets.
IPUMS: The rst group of datasetsis derived from the
IPUMS 1990-5%censusmicro-data,which provides infor-
mation about individuals and households[1]. The four
datasetseach comprises50,000 records, correspondingto
New York, New Jersg, California, and Washingtonstates,
respectiely. Every recordin the datasetdas57 attributes.
After discretizingthe numericalattributes thedatasetbave a
total of 2,886distinctitems.
DARPA's Intrusion Detection: The second group of
datasetss derivedfrom the rst threeweeksof tcpdumpdata
from the DARPA datasets[26]. The threedatasetsnclude
the datafor threemostfrequentlyoccurringintrusions,Nep-
tune Smurf andSatan The rst two areDenial of Service
attacks(DOS) andthe last oneis a type of Probe. Further
anadditionaldatasetncludesthe dataof thenormalsituation
(i.e., without intrusion). Eachtransactiorin the dataset$ias
40 attributes,correspondingo the elds in the TCP paclets.
After discretizingthe numericalattributes,thereareatotal of
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| Query [ Nave | ORR [ CF-1| CF-2 | GF-1 |

3825 727 338
7048 | 3384 | 1138

10369 | 7617 | 1344 | 1462 | 977
2828 | 1395

2753 | 1324 | 693 283
10105 | 7368 | 1815

Table 10. Performance (in seconds) on QUEST
datasets with query parameter s and

| Query [ Naive | ORR [ CF-1| CF-2 | GF-1 |

5120 971 351
9016 | 4379 | 1599

13285 | 9764 | 1743 | 1827 | 1042
3823 | 2039

3662 | 1876 | 904 364
13034 | 9394 | 2511

Table 11. Performance (in seconds) on QUEST
datasets with query parameter s and

343distinctitemsets.The neptune smurf, satanandnormal

datasetsontain107,201280,790,1,589,and97,27 7records,
respectiely.

IBM' s Quest: The third group of datasetgepresentghe

marlket baslet scenario,and is derived from IBM Quests

syntheticdataset§2]. The rst two datasetsdataset-land

dataset-2are generatedrom the dataseby

someperturbationHere thenumberof itemspertransactions
is 20,theaveragesizeof largeitemsetss 8, andthenumberof

distinctitemsis 2000. For perturbationywe randomlychange
a group of itemsto otheritemswith someprobability. The

othertwo datasetsglataset-Zanddataset-4aresimilarly gen-

eratedfrom the dataset. Thereare a total

of 1943distinctitemsin the four datasetsandeachof them

containsl,000,00Qransactions.

7.3 TestQueries

Our experimentsusesix differentqueries,which arelisted
in the Table 7. The rst three queries, ,and
areapplicableon IPUMS datasetsandthe New York, New
Jersg, California, and Washingtondatasetsare labeledas
thedatasets , , , and , respectiely. The otherthree
queries, ,and , correspondo thequeriesn themo-
tivatingexampleon nding thesignaturatemsetgor network
intrusion, presentedn Section2. The neptunesmurf,satan,
andnormaldatasetarelabeledasthe datasets , , ,and

, respectiely. Further in the Table7, the is speci-
ed. Finally, eachqueryrequireswo differentsupportevels,

and . Theevaluationusingthe IBM Questdatasetised
all six queries.

In our experiments,up to ve differentquery planswere
implementedfor eachquery The exact numberdepended
uponthe applicability of speci ¢ optimizationstratgieson
thegivenquery The ve queryplansareasfollows:



1. Naive : usingthenaive evaluationmethod.

2. ORRapplyingOptimizationRRandTransformatiorl to
remove the nggative predicate.
3. CF-1: applyingthe constraintfrequentitemsetmining

operator  andusingthe Algorithm 1.
4. CF-2: applyingthe constraintfrequentitemsetmining
operator  andusingthe Algorithm2.

5. GF-1: applyingthe group frequentitemsetmining op-
erator and usingthe Algorithm 3 (in Phasel, and
Algorithm1 in Phase?).

7.4 Experimental Results

This subsectiommeportsthe resultswe obtained.All experi-
mentsareperformedon a933MHZ Pentiumlll machinewith
512MB mainmemory

Table8 presentghe runningtime for the rst threequeries
on IPUMS datasetsTable9 shawvs theresultsfrom the other
threequeries, ,and , onDARPA datasetsAlso, all
six queriesvereusedwith the QUEST syntheticdatasetsand
theresultsare presentedn Tables10and11. Eachqueryis
executedwith two differentpairsof supportlevels.

Thequeries and  mainly showv how the and
operatorscan reducethe evaluationcost. The operator
amountgo anaverageof morethan3 timesspeedupn both
real and syntheticdatasets. The speedupsare higher with
Query thanquery , sincethe operatoris applied
threetimesin and only two timesin Further the

operatorperformsbetterthan operatorfor boththe
gueries,andgainsan averageof timesthe speedupmn the
real datasetsandup to  times speedupon the synthetic
datasets.

Thequeries , , ,and bene tfromtheOptimiza-
tion RRandareableto usethe operator The ORRver
sionscanachieve up to two timesthe speedupn thesecases,
andCF-1 alwaysperformsbetterthanORR The queryplan
CF-1 canachieveanadditionalspeedumf morethan5. Fur-
ther, in all testcasestheversionsCF-1 performalittle better
thanthe versionCF-2. This suggestshatin the phasetwo,
reducingthe repetitve computationis more important. At
last,thequery  canbeoptimizedby removing the negative
predicateput the and operatorsannotbe applied.

The resultsfrom the query  give rise to the following
question: “Why doesthe GF-1 query plan perform better
thantheCF-1 planon QUESTdatasetsandCF-1 performs
betterthan GF-1 on IPUMS datasets” A relatedissueis
thatdependingon the datasetsand queries.the performance
gainsfrom the and operatorcanvary signi cantly.
For example,the differencein speedupvariesfrom 3 to 14
in our experiments By furtheranalyzingthe detailedcostof
eachquery we believe thatone of the key factorsimpacting
the performancegainsfrom both and operatorsis
theratio of the sizeof theintersectiorsetwith sizeof the set
generatedlirectly from the commonfrequentitemsetmining
operator Thelesstheratiois, themoregainwe cangetfrom
the operatorby reducingthe unnecessargomputation
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and lesserrepetitve computationis introduced. For exam-
ple,in thequery on IPUMS datasetsthe size
of intersectionsetis  timessmallerthanthe total size of
the four setsof frequentitemsets.However, in query  on
QUEST syntheticdatasetsthe size of the intersectionsetis
morethan timessmallerthanthe total size of the four
setsof frequentitemsets.

To summarizethenew queryplansCF-1 andGF-1 dore-
sult in improved performanceprovided they are applicable
onagivenquery In our experimentsthey shov animprove-
mentrangingfrom a factorof 2 to 15. Moreover, the size
of intersectiorsetis a signi cant factorimpactingthe perfor
mancegainsfrom the useof and operators.

8 RelatedWork

Muchresearcthasbeenconductedo provide databassup-
port for mining operations.Han, Meo, Imielinski, andtheir
colleagueshave proposedextensionsof the databasejuery
languageso supportmining tasks[14, 17, 24]. Saravagiand
Agrawal [31] andChaudhurandhis colleague$8] have stud-
ied implementingApriori associatiormining algorithmand
decisiontreeconstructionrespectiely, onadatabassystem.
ATLas[37] appliesuserde ned functions(UDFs)to express
datamining tasks.However, all of theseefforts focuson min-
ing a singledatasetvith relatively simpleconditions.

A numberof constraintfrequentitemsetmining algorithms
have beendevelopedto useadditionalconditionsand prune
thesearchspacg6, 20, 22, 25, 28, 32]. However, thesealgo-
rithms cannotef ciently answerour queriessincethe condi-
tionsin our queriescorrespond$o a setof (in)frequentitem-
sets.Thesecannotbedirectly usedto reducethesearchspace
with theirmethodsWe havedevelopedasystemati@pproach
for nding efcient queryplansansweringhesequeries.

Raedtand his colleagueshave studiedthe generalizedn-
ductive queryevaluationproblem[21, 23, 30]. Althoughtheir
queriegargetmultiple datasetsthey focusonthealgorithmic
aspectgo apply versionspacetree and answerthe queries
with thegeneralizednonotoneandanti-monotongredicates.
In comparisonye areinterestedn answeringjueriesnvolv-
ing frequeng predicatesnoreef ciently . We have developed
atablebasedapproacho generateef cient queryplans.

Our researchis also different from the work on Query
ocks [33]. While they target complex query conditions,
they allow only a single predicateinvolving frequeng, and
on a singledataset. The work on multi-relationaldatamin-
ing [4, 12, 29, 36 hasfocusedon designingef cient algo-
rithmsto mineasingledatasetnaterializedasamulti-relation
in adatabassystem.

Finally, a number of researchershave developed tech-
niguesfor mining the differenceor contrastsetsbetweerthe
dataset$3, 11, 27, 35]. Theirgoalis to developefcient al-
gorithmsfor nding suchadifference andthey have primar
ily focusedon analyzingtwo datasetstatime. In compari-
son,we have provided a generalframework for allowing the
usergo compareandanalyzehepatternsn multiple datasets.



Moreover, becauseour techniquescanbe a part of a query
optimizationschemethe usersneednot be avareof the new
algorithmsor techniquesvhich canspeedugheir tasks.

9 Conclusionsand Future Work

Thework presentedn this paperis drivenby two basicob-
senations. First, analyzingand comparingpatternsacross
multiple datasetss critical for mary applicationf datamin-
ing. Secondjt is desirableto provide supportfor suchtasks
aspartof a databaser a datawarehousewithout requiring
the usersto be aware of speci ¢ algorithmsthat could opti-
mizetheir queries.

We have presentea systemati@pproacHor expressingand
optimizingfrequentitemsetguerieghatinvolve complex con-
ditions acrossmultiple datasets.Speci cally, we have pro-
posedan SQL-basednechanismandhave establishedn al-
gebrafor suchqueries.We have developeda numberof new
optimizations,new operatorstransformationsand heuristic
algorithmsfor nding query planswith reducedexecution
costs. Our experimentshave demonstratedip to an order
of magnitudeperformancegainson both real and synthetic
datasetsThus,we believe thatour work hasprovidedanim-
portantsteptowardsbuilding anintegrated powerful, andef-

cient KDDMS.

Our future work will concentraten several issuesthat re-
main open. First, our techniquescould be extendedto sup-
port multiple query optimizationproblem, and independent
gueriescould be optimizedsimultaneouslyor incrementally
Second,our techniqueswill need some modi cations for
dealingwith evolving datasetspr wherethereis a temporal
orderbetweenthe datasets.Third, providing costfunctions
for mining operatords an openandimportantissue.Fourth,
implementingnewv mining operatorsef ciently needsmore
work. Finally, researchs neededo incorporateothercondi-
tions,suchasthosede nedin constrainitemsetamining,and
apply othermining operators suchas the maximalfrequent
itemsetoperator
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