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Abstract

This paper presents a case study of the development of a visualisation to represent and explore the

relationships between multiple hierarchical structures, specifically botanical taxonomies. The case

study outlines the visualisation’s development from initial meetings with taxonomists, through the early

visual sketches of their activities, and through to the prototype as it exists now after two rounds of

usability testing. Qualitative user feedback was elicited from taxonomists who used the system, using

standard techniques, taken from traditional usability methodologies such as direct observation,

concurrent verbal protocols, video recording and software logs. Some difficulties and differences in the

testing and stages of development arising from the Information Visualisation (IV) approach to the

graphical display, as contrasted to a more standard Graphical User Interface (GUI), are noted and

solutions proposed.

1. Introduction

Human-Computer Interaction (HCI) is concerned with developing computer-based systems which

help people undertake their work or other activities and which demonstrate a high degree of both

usability and utility (Preece, Rogers, Sharp, Benyon, Holland & Carey 1994). Both the process of

development and the various products that are produced during development are critical to the success

of the final human-computer system (Hix & Hartson 1993). The problem that these simple statements

hide, however, is that there is no universally agreed conceptualisation or theory of HCI and hence no

prescribed method for ensuring usability. Of course there are a wealth of guidelines such as ‘know the

user’, ‘design to minimise errors’ and so on. Shneiderman (1998) lists the eight golden rules of



interface design; such as ‘reduce short term memory load’ and ‘design displays to yield closure’. These

are all very well, but knowing how and where to apply them is more problematic.

How we should conceive of human-computer interaction is itself difficult. Should we see it as an

interaction with the computer through the computer (Barlow, Rada & Diaper 1989; Bench-Capon &

McEnery 1989a; Bench-Capon & McEnery 1989b)? Should we focus on the tasks that people do (e.g.

Long 1989) or do we see HCI as a system of shared knowledge in a particular problem domain

(Fischer 1989, p.45)?

Recently a conception of HCI was presented as the ‘target’ paper in the Ergonomics journal by

Dowell & Long (1998), along with eight papers taking issue with some aspect of the conception.

Dowell & Long (1998) presented an argument that is founded on a notion of the ‘dualism’ of

worksystem and domain. On the one hand is a combination of people (or in more general terms, agents)

and devices which constitutes a cognitive worksystem. On the other is a domain. The aim of cognitive

engineering, or HCI, is to maximise the performance of this system with respect to this domain. An

alternative conception by Benyon (1998) is to see cognitive engineering as the development of an

abstract informational space in which human activity will take place. Cognitive engineers create

systems which subsequently define what people need to know, what people need to do, what people

have to attend to and who or what has control over activities and outcomes.

The major problem with many approaches to HCI – particularly those that emphasise a task-based

view – is neatly summed up in the famous concept of the task-artefact cycle (Figure 1). This illustrates

how new artefacts (or systems) provide people with new possibilities that change the way people work,

which in turn determines their requirements of artefacts. How can system developers break out of this

vicious circle? The answer, we think, lies firstly in taking a user-centred approach to design and

secondly in recognising that work will change as a result of our designs. Nowhere is this truer than in

the development of fundamentally new artefacts such as new visualisations.
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Figure 1. The Task-Artefact Cycle.

Hollan, Bederson & Helfman (1997) argue that we need to take an ‘informational physics’ view of

HCI. They oppose this with a metaphor approach to HCI. The informational physics view, they

suggest, leads to more innovative designs because it blurs the distinction between conceptual objects

and their representations, and takes a computationally-based approach to design. The ability of users to

zoom around data and ‘fly over’ areas of information is only possible because we escape from real

world physics into informational physics. Whilst we would not necessarily agree with all their points

regarding ‘metaphorical’ design (Benyon & Imaz 1999), we have some sympathy with the need to

escape from the tendency for new computer systems to simply reflect old artefacts and old tasks.

Woods & Watts’ (1997) approach based on the concepts of visual momentum and the overall

ecological approach to HCI, e.g. (Flach 1998; Woods 1998), have more resonance with our own

‘Navigation of Information Space’ view (Benyon & Höök 1997).

Our own particular problem concerns developing a system to support taxonomists. Taxonomists

study and then classify organisms to generate a classification hierarchy depicting relationships between

the phenomena. Their aim is to represent the relationships that pertain in the ‘real world’. The

classifications are hierarchical structures where specimens are grouped into taxa which are then placed

in higher level taxa according to some criteria, e.g. DNA relationships or morphological similarities. In

turn, these taxa are then assigned to ranks that specify their placement within a classification hierarchy,

though the levels (ranks) used in generating the classification hierarchies vary for different groups of

specimens and also between taxonomists.

The classification is then published for other taxonomists to use and is now considered a valid

classification for the particular group studied. If other taxonomists disagree with this classification then



they must undertake a revision of the group and publish their own conflicting viewpoint. Over time

some specimens may end up classified in different groupings in various classifications. These

dissimilar classifications are all valid, even though more recently revised versions exist, as taxonomists

do not have the concept of ‘correct classification’: they regard all published classifications as valid

viewpoints (Pullan, Watson, Kennedy, Raguenaud & Hyam 2000). Thus a challenge generated by the

way taxonomists work is the management of the accumulation of old historical classifications.

A second challenge is that the choice of criteria and the way a classification is created, such as a

revision of previous work or a new study, is largely decided by the individual taxonomist. Even the

biological nomenclatural code has varied over time which affects the naming of taxa. Thus it is likely

that two taxonomists working on the same set of data will not produce the same classification. The

same specimens may be seen differently by different taxonomists and may be classified under many

different taxonomic groups.

Prometheus (EPSRC/BBSRC ref. BIO10516) is a collaborative project between Napier University

and the Royal Botanic Garden Edinburgh (RBGE). The project is developing a database to support

taxonomic working practice, described in Raguenaud, Kennedy & Barclay (2000) and an interface to

that database, which is the subject of this paper.

In this paper we intend to do two things; to describe and illustrate a methodology which we believe

is effective for developing visualisations. When we began this project, we assumed that standard HCI

approaches would be suitable for developing the interface to the taxonomic database, and from the

multitude of research into data visualisation, a method would be available. However, this proved not to

be the case. So, by adapting HCI methods and iteratively trying and selecting appropriate approaches,

we have compiled a general method. We illustrate the method through the experiences of describing a

new visualisation for taxonomists at the Royal Botanic Garden Edinburgh. The paper is organised as

follows. Section 2 provides some background to user-centred design and the specific issues of

visualisation. The outline of the methodology is proposed. Sections 3 through to 7 describe each phase

in detail. Some general conclusions are provided in section 8.

2. The design approach

A standard ‘textbook’ approach to developing systems that demonstrate a high level of usability

would argue that the system development team has to achieve a 'harmony' between the four facets of



the overall work system; people, activities, technology, environments. This can be achieved by

adopting a suitable development approach that can be characterised as:

• take an iterative approach to systems development

• ensure real user involvement in the design process

• focus on the work to be done, not just the system functions

• attend to the interface design (including documentation)

Before we began, we were aware that some form of visualisation of the data would be required. The

taxonomists were engaged in all the high level tasks that Shneiderman (Shneiderman 1998) identifies;

specific fact finding (e.g. is genus Molopospermum in De Candolle’s classification), extended fact

finding (e.g. what other classifications is this taxon present in), open-ended browsing (e.g. is there any

group that stays together over all classifications), and exploration of availability (e.g. do we have any

taxon that appears only once), and his ‘visual-information-seeking-mantra: Overview first, zoom and

filter, then details on demand’ (p. 523) seemed highly appropriate as a design guideline.

One of the main issues that we had to tackle was finding visualisation techniques that had the

capacity to show the multiple hierarchies that result from the re-classifying of information. Such a

visualisation must also allow exploration of the relationships between the different classifications. To

some extent multiple overlapping hierarchies is a fairly generic problem and they occur in a number of

areas, such as document classifications and computer file systems. Indeed it could be argued that it is a

wholly generic problem as classifications of most things change over time, and with different attention.

Some current information visualisation systems can display multiple hierarchies, such as the

multiple bookmark browser by Wittenburg, Das, Hill and Stead (1995), but lack either the ability to

interactively explore the relationships between them, or can only show simple changes in structure such

as addition and deletion, not reclassification of existing information. An existing visual browser for

botanical taxonomies, by Amavizca, Sanchez & Abascal (1999), demonstrates some of the problems

and a possible solution of the multiple hierarchy visualisation, but does not focus sufficiently on the

relationships between different taxonomies.

It was felt appropriate, then, to design a visualisation specifically for the botanists. Initially, in phase

1, the general activities of the taxonomists and their basic requirements were gathered, which we then

used to produce a number of storyboards that represented each activity in a highly visual manner. In



phase 2 these were shown to the taxonomists to clarify their assertion that these were indeed the

activities they were concerned with.

Our methodology was to build a number of prototypes in an iterative cycle of design and testing. An

earlier example of an iterative development of an Information Visualisation (IV) based interface can be

found in the case study detailed in Ellis, Rose & Plaisant (1997). Here, a design evolved through a

number of versions, with early testing relying on screen mock-ups for feedback, and user testing with a

fully interactive prototype occuring later. Our testing of an interactive prototype would begin earlier in

the process, and the usability testing methodology we chose followed the approach of discount

usability engineering proposed by Nielsen (1994). We decided to use this technique as discount

usability engineering is easy to use, rapid to obtain results from, and is less intimidating to the users

who are being monitored and to the evaluators who are using it. Qualitative issues were our main

concern, so only a few representative users were needed as per Nielsen’s suggestions, as no statistically

valid quantitative data needed to be gathered.

At each prototype stage, different aspects of the system would be tested. For the first test, phase 3 of

the method, the aim would be to see if the functionality requested by the users in their requirements

was present and working. Also some usability testing was included to study whether the prototype

visualisations could easily communicate the outcomes of these functions on an example data set. At

this stage we were looking for a decision on which prototype to proceed with from a pair of

visualisations based on differing metaphors. Therefore the users were also asked questions on how they

regarded each prototype.

The second test, phase 4, was to look at further functionality that had been incorporated into the

system, and also to look at wider usability issues relating to the interface as a whole, not just with

regard to the visualisation output. By this stage we were looking for the functionality to be complete

apart from minor tweaking. This testing should also catch major usability flaws in the visualisation and

interface.

The third set of tests, phase 5, would therefore be dedicated almost solely to usability issues. We

would wish to validate the removal of the major usability flaws found in the second test. We would

also need to capture most of the remaining minor flaws, and also to capture any new flaws introduced

by re-working of the interface or visualisation.



The final set of tests (phase 6, as yet not attempted) would require a more statistically rigorous

approach, to obtain error rate values for the visualisation, and perhaps a statistically valid questionnaire

sample. At this stage we would also expect to take the system into different information domains.

3. Phase 1 - Initial Requirements

A botanical taxonomist’s work generally consists of analysing individual plant samples found in a

herbarium for physical similarities. These similarities are used to form a hierarchy of groups, with

reference to previous taxonomists’ work i.e. previous classifications of the same data. For example, a

taxonomist working on the Ammi genus would be interested to know that two previous taxonomists

called Koch and De Candolle had grouped the Ammi genus with almost exactly the same genera. They

would also like to know that a later taxonomist, Cerceau-Larrival, had grouped it with only one or two

of these genera and with a host of other genera instead. To begin with we needed to discover what

kinds of activities the taxonomists were engaged in when consulting these multiple classifications.

From these we could extract information for what the visualisation requirements would be, and also

glean some clues as to how to construct the visualisation’s appearance.

We decided to gather requirements from the users through informal meetings. While more rigorous

methods of task analysis exist, a lot of the work the taxonomists currently undertake when confronted

with multiple classifications is defined by the physicality of the paper-based system they currently use,

a point also noticed by Ellis et al (1997). One of the purposes of visualisations is to encourage users to

envisage further tasks that were not possible or efficient with their current system. As these activities

could not be captured at this stage we decided against this more costly formal approach and proceeded

with informal discussions.

From our preliminary meetings and informal talks with the taxonomists we defined a number of

tasks that a proposed visualisation should be able to carry out or support. These activities were quite

basic, as the paper-based nature of their current system prevents them from carrying out such work at

length or in much detail. Taxonomists expect to be able to:

• Track a particular genus’s siblings and parents across re-organised taxonomic structures, if present.

• Track a particular higher-level node’s children across re-organised taxonomic structures, if present.

• Compare the number of distinct levels within and across a set of taxonomic hierarchies.



• Compare the structure of whole classifications against each other (though this was stated to be an

infrequent and secondary activity.)

Surprisingly, comparison of different sub-trees across hierarchies was stated to be a less useful

concept by the taxonomists, due to the nature of the way in which different taxonomies are arrived at.

Therefore, support of this task is not an overriding concern.

4. Phase 2 - Initial Sketches

From our reflections on the problem requirements, we sketched a number of diagrams that visually

demonstrate the activities that the taxonomists are concerned with. These are shown throughout figures

2-5 and show four different classifications of a growing set of abstract data, in this case some coloured

(grey-scaled) shapes. For example the third classification tree in each diagram is based on a grey-scale

grouping method, whilst the others are based on a gradually finer classification of shape. They were

used to show the taxonomists some example information in a visual manner, and also to confirm that

these were indeed the types of problems for which a proposed visualisation may be useful. We also

used them to determine what types of visual and perceptual cues we could utilise to communicate the

relevant information for these activities. A discussion of these points follows.

General IV techniques can be broken down into three distinct sections (Gershon, Card & Eick

1998), namely display techniques, interaction techniques, and human visual perception. A brief

overview of their general application to hierarchies is given. Display techniques for single hierarchies

concentrate on increasing the number of relevant nodes on screen and improving the perceptive

qualities of visualised hierarchies through new layout schemes. These were obviously considerations

for our visualisation. However, as Chi, Pitkow, Mackinlay, Pirolli, Gossweiler & Card (1998) state, a

number of trees require an extra dimension either in space or time to be visualised. For example, if we

approach the notion of using an extra dimension in space to show the structural correlation of a number

of trees, we are effectively visualising a 3D network or a graph. This involves some of the issues of

graph visualisation such as occlusion and line crossing entering our problem domain. The problem of

how to visualise a structured graph of such a construct was not expected to be such an issue as in

general graph layout. This is because the overall network would be formed from pre-structured

components, giving a coherent conceptual structure enforced by the individual hierarchies.



Interaction techniques at this stage of development are difficult to visualise, and will need to wait for

interactive prototypes for their complete demonstration. The principle approaches of interaction in IV,

interactive filtering and focusing, are methods of increasing the visual impact of information the user

has expressed an interest in.

Figure 2. Filtering of intermediate levels in hierarchy.

Figure 3. Tracking of a sub-tree through hierarchies.

Human visual perception aspects relate to visual cues that could be used to differentiate certain

information, either to avoid clutter or as a form of non-spatial focusing. An example is shown in Figure

2, where the intermediate level used in two of the classifications is faded out to allow easier visual

comparison of the levels common to all hierarchies. In Figure 3, all nodes apart from the squares are set

to the same level of contrast, an example of filtering, which allows the user to focus more easily on a

sub-group (the squares) of particular interest.



Figure 4. Highlighting of all sub trees that contain triangles.

Figure 5. Tracking of individual shapes across hierarchies.

Further, in Figure 4, a simple highlighting technique shows all the sub-trees that triangles appear in.

This has a similar effect to Figure 3 as it draws the user’s attention to the location of the specimens of

interest. For taxonomists these visualisations would help determine the method used to originally

formulate the classifications. Different methodologies would result in differing patterns of distribution,

as can be seen from figure 4’s indication that triangles appear in each of the third hierarchy’s sub-trees.

In order to visualise a node’s progress through a number of hierarchies, its path could be

highlighted. Other visual cues of lesser prominence for the sibling, child and parent nodes would also

show their journeys through the multiple classifications. This would enable a viewer to see the context

change of the various hierarchies. An example of this is shown in Figure 5, tracking one node and a

sibling. It also highlights missing information as one of the nodes is not represented in the third

classification, and so the nodes’ path skips this hierarchy.

The taxonomists commented that the sketches helped them to see the tasks visually for the first time,

and that the sketches helped them to confirm that these were the activities they would like to be able to



carry out using a visualisation. The sketches were also used as inspiration for the development of initial

prototypes.

5. Phase 3 - The First User Test.

To arrive at this point, two initial prototypes were developed, one based on a multiple set metaphor,

in which the classifications are shown in a spatially distinct manner, and correlations shown indirectly

using colour. This meant that if a node (taxon) occurred in X classifications, it would be drawn on

screen X times, once in each appropriate classification. Interaction was performed by mouse clicking

on any part of a classification, and the distribution of the selected node or set of nodes was shown in

colour across the other classifications.

The other prototype was based on a graph metaphor where the multiple classifications were

visualised as a merged 2D network, with each displayed classification having an associated colour for

the links drawn between individual nodes. Different coloured lines converging upon a particular node

therefore showed a relationship between different classifications. Following the coloured links back

from this node would show the other nodes it was connected to in these classifications. Interaction

consisted of being able to visualise certain classifications, filtering information for a selected node’s

relations, and a zooming mode that enabled users to zoom out for an overview or close up for detail.

These two differing prototypes were designed to mirror the information at different conceptual

levels. The graph metaphor reflected the actual structure of the underlying information, whereas the

multiple sets mirrored the taxonomists’ mental model of the data more closely. Screenshots of these

prototypes are shown in Figures 6 and 7 correspondingly, and detail on the design considerations

behind both prototypes can be found in Graham, Kennedy & Hand (2000).

 We now needed feedback from the potential users to identify whether each prototype could

adequately perform the initial tasks, and whether the taxonomists had a preference for one prototype in

particular over the other. To do this, we had to choose a suitable evaluation method.



Figure 6. Set metaphor prototype.

Figure 7. Graph metaphor prototype.



5.1 Choosing evaluation methods

Visualisation prototypes can be subjected to metrics such as those proposed by Brath (1997), which

attempt to give a quantitative measure of characteristics such as on-screen data density, percentage of

occlusion in 3D systems, and percentage of identifiable data points. However Miller, Hetzler,

Nakamura & Whiney (1997) point out that these metrics are suitable only for static visualisations, and

useable metrics for interactive visualisations have yet to be established, so the utility of applying

Brath’s work to our prototypes is questionable. We also found that metrics relating to the

dimensionality of the observed information were difficult to use on our hierarchical information sets, as

the dimensionality of such information is not obvious. Some metrics, such as data density and amount

of occlusion, could be useful for determining initial or pre-set conditions in an interactive visualisation.

An example of the problems interaction could cause such metrics can be given by a probable

situation in our graph prototype, displayed in figure 7. Here a user has zoomed in and filtered out

irrelevant information in the graph structure. These actions would have significantly reduced the on-

screen data density by zooming, and the number of identifiable data points by the filtering action,

thereby reducing the metric scores, though it is obvious that the information now displayed is of more

relevance to the user.

Therefore it was felt that initial testing of our prototypes would be best served by having

representative users try the prototypes using representative tasks, rather than rely on potentially

unsuitable metrics.

5.2 Informal user testing

To gain feedback on both of the initial prototypes shown in Figures 6 and 7, the taxonomists from

the RBGE were invited to participate in user testing. This informal testing took the form of a co-

operative evaluation, wherein the taxonomists were supplied with a list of 12 example tasks to perform

with both prototypes. These tasks, a representative example being “discover all siblings of the genus

Kundmannia”, were designed to cover the initial requirements the taxonomists had supplied us with.

The taxonomists were asked to describe out loud their actions, observations, and difficulties as they

progressed through the tasks. This style of evaluation, known as a think-aloud protocol and described

by Tognazzini (1992), is suitable for bringing out qualitative issues in early prototype testing, and is

one of a suite of approaches advocated by Nielsen’s “discount usability engineering” (1994). In line



with this methodology, the testing was performed on only 3 users, but as we were not concerned with

gathering statistical data, this was acceptable. More important was the fact that being actual

taxonomists, these users represented the real end-users of such a visualisation.

A number of observations related to the performance of certain tasks were made during the

evaluation, some of which are described below:

Example Graph-based visualisation observations:

• Overlapping nodes in the graph-based prototype caused confusion. Though techniques exist for

alleviating this, it is a common problem in graph/network visualisations. The zooming technique also

worsened this effect when the entire graph was shrunk. In some tasks, it led to the belief that all the

relevant nodes were visible, whereas some had been completely obscured. Therefore the overlapping

nodes could lead to incorrect perceptions of the correct outcome for a task. Brath describes a metric for

measuring the amount of occlusion which could have been used here, though it again would be

complicated by the user being able to interactively alter the visualisation through filtering and zooming.

• The lack of spatial ordering of the different levels within the graph-based prototype caused

problems, a difficulty that again occurs due to the layout of force directed graphs. Previous attempts to

restrict the placement of nodes to certain areas of the layout, dependent on rank, had failed as it gave

rise to areas of dense visual clutter. Therefore tasks that involved finding a name at a particular rank

were time-consuming, as it was difficult to gain visual cues to tell if the name was indeed at the

required rank. In short, users found it impossible to derive rank information from spatial layout alone.

Example Multiple set-based visualisation observations:

• The set-based prototype abbreviated the names of the higher rank nodes. This was noted to be a

problem as rank within the taxonomic structure can also be distinguished by name endings, and these

were cut off by the abbreviation. Tasks that required names at a specific rank to be discovered were

therefore hindered. This indicated that purely spatial cues were not enough to indicate rank in this

prototype.

• In using the set-based prototype when the task involved finding the existence of a specific non-

genus node in a hierarchy, the visualisation showed, as in all other tasks, the distribution of the genera

classified under that non-genus node. This had two effects. Firstly, if these genera were distributed



across more hierarchies than the non-genus node itself was present in, it appeared to indicate that the

non-genus node was also present in more classifications than was actually the case. Secondly, as it was

the genera that were highlighted, it sometimes caused the perception that one of the highlighted genera

was actually the node the user was supposed to find.

Following Monk & Wright’s (1991) idea of using task-based observations to produce corresponding

inventions, each of the above observations lead to a possible solution, that can either be applied directly

or used to generate further possible solutions/inventions. For example, the observations above lead to

the following possible solutions:

Graph-based visualisation solutions:

• All directly or indirectly selected nodes, should be displayed on top of all other nodes, ensuring

they are not occluded by information that is currently not of interest.

• As enforcing spatial ordering had already failed, a non-spatial cue for indicating rank appears to be

a solution. In addition to the glyphs that indicate individual classification membership, each node could

also carry a prominent glyph that indicates rank.

Multiple set-based visualisation solutions:

• Additional rank information could be indicated by textual labels aligned to the respective ranks at

the side of each classification.

• Non-genus as well as genera nodes could be highlighted when selected. This in conjunction with

the previous solution should give more clarity to the non-genus node when it is selected.

These solutions, and others, could be implemented on the next iteration of the prototypes, tackling

the problems encountered by the taxonomists who used the prototypes.

While both prototypes could show the information necessary for answering the questions posed by

basic tasks, there was a definite preference for the set-based prototype. The taxonomists stated that the

multiple tree effect and the grouping of sets was closer to how they viewed classifications when

working with taxonomic data, rather than a node-link diagram. This supported work by Parunak (1989;

1991) that a set-based presentation style would match a taxonomist’s mental model more closely than



the graph-based visualisation, which instead closely matched the underlying data abstraction. It was felt

that even with filtering mechanisms the graph-based prototype showed too much visually, leading to

clutter and confusion. An initialisation period necessary for the graph visualisation to settle into a

preliminary layout was also detrimental.

Therefore the main outcome of these tests was that work on the graph visualisation was discontinued

due to the overwhelming preference for the set-based visualisation, upon which work would now

concentrate.

One striking feature we noticed was that the users envisaged further tasks after seeing the

prototypes, and these included the ability to see if certain nodes only appeared in one classification, a

task neither visualisation prototype could adequately perform at the time. Another wish was to see the

extension of the visualisation of a single genus’s sibling distribution to a larger set of genera. Working

with the IV prototypes and seeing the information graphically appeared to encourage them to imagine

new ways of manipulating the information, which were not possible with their paper-based system.

6. Phase 4 - The Second User Test.

After the functionality issues brought up in the first test were addressed, it was decided to re-run the

user tests to confirm the proper functionality was now in place, and also to find usability issues with the

interface. Up to this point, the bulk of the work on usability, functionality, and perceptual cues such as

colour and layout had been confined to the input and output of the actual visualisation display, and not

to the larger interface in which it was now embedded. We needed to find whether components of the

interface such as the control panel, list and history bar in conjunction with the visualisation were useful

and functional.

The speed of the overall interaction was not one of our concerns. Whilst using their time efficiently

is important for the taxonomists, getting the correct information and finding new patterns or

correlations is a more important factor for this visualisation. Secondly, speed tests would require

statistically valid quantitative data, and usually another system to compare results against fairly, such as

is found in Stasko, Guzdial & McDonald (1999), or Cockburn & Mackenzie (2000). We were not

gathering quantitative data, nor did we feel that the taxonomist’s current paper-based system was a

viable comparative system with regard to task completion speed, especially as some tasks were simply

not viable with the paper-based system. However, performance evaluation using quantitative data



would make more sense if the comparison was against another computer-based system utilising a

command-line or graphical user interface.

Figure 8. Set-based visualisation with extra classifications

The twelve tasks used in the first test were combined into three small scenarios for the taxonomist

users to run through. The move from tasks to scenarios is important. Whilst tasks are useful for

examining the functionality of a system, they are too prescriptive to catch the contextual nature of

situated work. Scenarios aim to address this point (Carroll 1995). The scenarios were also given extra

instructions that the original tasks did not have. This was done to ensure that the users attempted to

utilise all the aspects of the interface that we wished to test.

They were also adapted to take into account the fact that we had expanded our test data set of

classifications from four to seven, as shown in Figure 8. The extra classifications contained more

information (1500 nodes in total compared to 500 previously) and had more complex hierarchical

structures. This began to test the display limits and scalability of the visualisation.



Therefore, the important points we were looking for concerned the accuracy of the information

conveyed by the visualisation as perceived by the users, whether usability or visualisation issues

tricked the users into observing wrong outcomes, and how the extra information affected the scalability

of the visualisation.

The test used the same direct observation procedure described for the first test, but the screen was

also recorded by a video camera. A log was automatically recorded by the software to track mouse

actions, interface actions and nodes being investigated, along with the times of these events, as each

individual test progressed. Afterwards, a small questionnaire was given to the users, asking them to

judge various parts of the interface for their ease of use, and also asking them to describe what they

perceived to be the best and worst aspects of the visualisation system so far.

During our analysis of the collected data the software log proved invaluable in clearing up

ambiguities in the note-taking records, showing the order of events such as swiftly executed multiple

mouse clicks. However, the video footage was disappointing. It provided an adequate audio record, but

the actual video output was affected by 3 factors:

• The continuous flicker of the monitor as picked up by the camera.

• The fact that the monitor was at a higher resolution (1280 by 960) than most standard video

cameras can record at without loss. This meant fine detail was lost.

• The interactive elements in our visualisation are substantially smaller than standard UI elements

such as buttons, scrollbars etc. Monitoring interactions with these elements proved almost impossible,

especially when compounded by the previous two points. Our visualisation is not alone in this point, as

other space-efficient visualisations such as Johnson & Shneiderman’s Treemaps (1991) and Beaudoin,

Parent & Vroomen’s Cheops tree browser (1996) deal with small, tightly packed elements. Keim’s

work, with Kriegel & Anderst (1995), and with Herrmann (1998), deal with individual IV elements as

small as the size of pixels. Whether the average IV element is smaller than the average standard UI

element is not something we have calculated, but these characteristics should be borne in mind when

using video in IV user testing.

Therefore for IV, it can be argued that a direct screen capture method to remove flicker and

resolution problems, using a tool such as Camtasia (2000), would be a more fruitful approach than

using standard video recording.



Interestingly with regard to the speed issue, Chalmers, in Hascoet-Zizi, Ahlberg, Korfhage, Plaisant,

Chalmers & Rao (1996), has previously predicted that a good information visualisation could persuade

people to spend longer on tasks. Indeed, though our sample of 3 users is nowhere near enough for any

solid statement, we found that the most enthusiastic user spent twice as long performing the test as the

other two, the visualisation encouraging a browsing-like behaviour.

A number of usability errors were found, using Monk & Wright’s methodology (1991) as in the first

test. The most crucial discoveries were that the right-hand list in the set visualisation was the source of

many problems, and the use of checkboxes on a separate control panel to hide or display individual

hierarchies led to problems. The list was a standard Java UI object, and was found by the users to lack

the functionality of a normal Windows UI list object, which has features such as keyboard-driven

search as well as mouse-driven functionality.

 The control panel for manipulating individual classifications was situated below the main

visualisation display. We found that users would have preferred indicators and controls to individual

classifications to be integrated into the visualisation, rather than having to divert their attention

elsewhere. Specifically, as users became focussed on the visualisation panel, they forgot about the

existence of previously hidden classifications. This led to erroneous answers in some scenarios that

involved finding unique nodes or the first historical appearance of nodes.

The outcome of this round of testing was that usability problems entailing essential changes to the

visualisation’s interface were identified. These are to be rectified in time for the next round of user

testing. We also discovered that standard video recording methods were not as useful for our

application as they are claimed to be for standard UI usability analysis. Almost paradoxically, we found

that software logging gave us more information about the user’s interactions with the visualisation,

although this data was gathered in a non-visual form.

7. Phases 5 & 6 - Proposed Third User Test and Final testing.

Having currently reached this stage, we need to decide whether the usability issues brought up in the

last test have been adequately dealt with. Testing will consist of a methodology similar to the previous

cycles, but adjusting for our assessment of the techniques we have used so far. This testing should also

discover whether any system modifications have brought up new, unexpected problems. Also, the user



base will be expanded to include more taxonomists to avoid the problem of our current users’

familiarity with the system becoming an overly significant factor.

We will also test further the limits of the visualisation with regard to scalability, and if the

visualisation and interaction still functions adequately on a system with less screen space or processor

power. To this end we have converted the current Java application version into an applet available over

the World Wide Web, which will also give the opportunity for further potential users to give qualitative

feedback.

We anticipate the resulting changes will produce a final, deliverable IV system for the visualisation

of multiple, overlapping hierarchies. A possible extension of the visualisation into other domain areas

such as database structures or document classifications could give access to a larger range of actual

users for these types of information.

For final testing, most IV evaluations have relied on a quantitative test to statistically validate a

visualisation’s claims e.g. Schaffer, Zao, Greenberg, Bartram, Dill, Dubs & Roseman (1996). However,

two points for our particular visualisation arise here. Firstly, relative measures such as speed require the

test to include a comparable system against which to evaluate the visualisation. As stated, we do not

consider comparison against the paper-based method to be fair. Secondly, we have also stated that

speed is not of a particularly high relevance for our visualisation, as none of the users’ tasks are

primarily concerned with speed of operation. That would leave attributes such as error rates, that could

be judged in isolation against an arbitrary marker (i.e. X errors per Y tasks.)

Certainly, performance measurements would be useful in the context of a visualisation having tasks

that aimed for faster or more accurate performance, and which also had a comparable earlier computer-

based system to judge relative success or failure against. However, perhaps a more relevant method for

a novel visualisation would be to collect statistically valid amounts of questionnaire data from users on

issues such as ease-of-use, enjoyability, and the frequency of use.

8. Conclusion

We presented a multi-step design approach for deriving and testing a new IV-oriented interface. At

each stage appropriate techniques were used to test differing aspects of the interface, such as initial

functionality and usability.



• In phases 1-2, basic initial requirements were gathered, which were then turned into visual

representations for the purpose of confirming the requirements and as a starting point for visualisation

prototyping.

• In phase 3 qualitative testing of the initial functionality of the prototypes and basic design choices

was carried out, and resulted in the rejection of the least appealing prototype.

• In phase 4 we performed initial qualitative usability testing along with the probing of the

visualisation’s capabilities with regard to scalability.

• Phase 5 proposed a second phase of further usability testing.

• Phase 6 would consist of a quantitative experiment at the final prototype stage.

From our case study, we can conclude that the use of standard techniques for the iterative design and

evaluation of IV’s produce roughly the same difficulties and results as they do for the evaluation of

standard GUI’s, apart from the following observations:

The users’ preference for the visual representation of the information on-screen strongly reflected

their own mental model of the information rather than the actual underlying structure of the

information. This is also true for traditional GUI’s, but in IV-based interfaces this point increases in

importance as the graphical representation of the information forms the bulk of the interface

mechanisms for interaction and display.

We also found that the initial user requirements were apt to undergo a great deal of revision as our

initial prototypes using visualisation techniques encouraged the users to entertain new tasks or methods

for working with the information at hand. This was particularly so in our case, as the information

moved from a paper-based system, and was freed from the drawbacks associated with such a physically

rooted system.

Metrics for visualisation-based interfaces (Brath 1997) appear to be best suited for visualisations

that are generally static in nature, without interactive filtering or focussing mechansims, and composed

of information of distinct dimensionality.

We can recommend that standard video recording techniques for space-efficient IV’s would be

better replaced by either direct video screen-capture methods or by detailed software logging. Software

logging was also found to be useful in conjunction with the note taking and the verbal protocol

techniques, as it cleared up any ambiguities in the order of detailed interactions. These difficulties with



the video recording and the ambiguities arose principally due to the fact that our visualisation contained

interactive elements smaller than those found in a standard UI.

Future work will consist of finalising the testing on the last prototype of the taxonomy visualisation.

The visualisation will then be tested on other data sets, such as multiple file hierarchies, or multiple

document hierarchies to test its generality to these other fields.
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