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Abstract
The authors advocate that combining the estimated
change sets computed from impact analysis techniques
with the actual change sets that can be recovered from
version histories will result in improved software-change
prediction. An overview of both impact analysis (IA) and
mining software repositories (MSR) is given. These are
compared and a discussion of their expressiveness and
effectiveness is presented. A framework is proposed to
integrate these two approaches for software-change
prediction.

1. Introduction
Software artifacts such as source code and design
documents are produced in an inherently incremental
manner via continuous change. This makes software
changes an integral part of the software evolution process
[20]. Arguably, the complexity of software evolution is
the complexity of software changes. The process and
methodology supporting software changes are a decisive
factor between the sustained high-quality evolution and
the premature retirement of a software system.
Therefore, it is imperative to devise methodologies to
effectively estimate, plan for, and realize software
changes. Software-change prediction is one of the
essential activities with regards to supporting software
changes.
There are two approaches that are investigated in the
research community for software-change prediction. The
investigations in Impact Analysis (IA) are among early
efforts that recognized software-change management as
an important activity of software maintenance. Given a
proposed change in a software artifact, impact analysis
estimates the other software artifacts that are also likely
to change by analyzing the current version of a system.
However, impact analysis takes a uni-version view to
software-change prediction [2]. That is, only a single
version of a system is analyzed to estimated changes due
to a proposed change. Impact analysis does not leverage
past predictions. Moreover, it is non-adaptive as the

estimations are seldom refined with regards to the actual
changes that take place.
Mining Software Repositories (MSR) is a relatively
newer (and growing) area of research that supports
software-change prediction from a historical perspective.
MSR takes a multi-version view to software-change
prediction. In MSR, past versions of the software
artifacts are analyzed to uncover pertinent information
and trends of software changes that are then used to
predict changes. It is solely based on historical records
of actual past changes.
In this paper, we evaluate these two approaches and
advocate for their combined use for the purpose of
software-change prediction. Our, preliminary interest is
to compare them with regards to their expressiveness and
effectiveness. The expressiveness of a paradigm is
discussed in terms of the granularity of predicted artifacts
(e.g., file, functions, and variables). The effectiveness of
a paradigm is discussed in terms of accuracy (i.e.,
precision and recall). This examination is a step towards
answering our larger research question as to what are the
exclusive and synergistic benefits of the two paradigms
to improve software-change prediction. We present
some specific questions on this issue and propose an
infrastructure to support examination of these questions.
The rest of the paper is organized as follows, sections
2 and 3 discuss impact analysis and MSR respectively,
section 4 compares IA and MSR, section 6 presents the
proposed infrastructure to facilitate the comparison, and
finally conclusions and future work are presented in
section 7.

2. Impact Analysis
According to Arnold and Bohner [2] software-change
impact analysis (a.k.a. impact analysis) is defined as the
determination of potential effects to a subject system
resulting from a proposed software change. The premise
of impact analysis is that a proposed change may result in
undesirable side effects and/or ripple effects. A side
effect is a condition that leads the software to a state that
is
erroneous
or
violates
the
original
assumptions/semantics as a result of a proposed change.

A ripple effect is a phenomenon that affects other parts of
a system on account of a proposed change. The task of
impact analysis is to estimate the (complete closure of)
ripple effects and prevent side effects of a proposed
change.
Clearly, impact analysis is a “before fact” activity. It
occurs before a proposed change is actually realized.
The specification of a proposed change can be in forms
ranging from a high-level requirement (e.g., a textual
description or formal specification) to a low-level sourcecode change specification. The change specification is
provided in the context of artifacts such as requirement
documents, design documents, source code, and test suit.
The impact analysis activity starts with the change
specification of a proposed change, analyzes the
software, and produces a list of items that needs to be
addressed as a part of a change process. Such lists are
referred to as impact or impact domain. The impact
obtained by examining the initial change specification of
a proposed change is known as starting impact set (SIS).
The complete-closure analysis of the items in the SIS is
known as candidate impact set (CIS). These impact sets
are (ideally speaking) validated against the actual items
that are changed on account of a proposed change,
known as actual impact set (AIS).
Dependency analysis (aka vertical analysis) and
traceability analysis (aka horizontal analysis) are the two
primary methodologies for performing impact analysis.
The dependency analysis is based on the relationships
between program entities (typically source-code entities
such as files and functions) exhibited in various sourcecode based models (e.g., call-graphs, programdependency graphs, or UML models).
Broadly,
dependency analysis refers to impact analysis of software
artifacts at the same level of abstraction (e.g., source
code to source code or design to design). Traceability
analysis refers to impact analysis of software artifacts
across different levels of abstractions (e.g., source code
to UML). Various dependency-analysis methods based
on call graphs, program slicing [10], hidden dependency
analysis [4, 28, 30], lightweight static analysis
approaches [22], concept analysis [27], dynamic analysis
[15], hypertext systems, documentation systems, UML
models [3], and Information retrieval [1] are already
investigated in the literature. On the other hand,
traceability analysis remains a largely ignored area in the
context of impact analysis.
Impact analysis largely remains a single-version
activity. That is, the underlying models used to compute
the various impact sets takes into account only a single
version (most typically the contemporary version) of the
software system.

3. Mining Software Repositories
The term Mining Software Repositories (MSR) has
been coined to describe a broad class of investigations
into the examination of source-code versions system and
other similar repositories (e.g., defect/bug tracking
systems such as Bugzilla and CVS). These repositories
hold a wealth of information about the actual evolution of
large software systems. The premise is that empirical
and systematic investigations of this (large amount of)
data will shed new light on the process of software
evolution and the types of changes that occur over time.
The use of software repositories such as those for
source-code versions control has always been advocated
as a fundamental software engineering practice. The use
of software repositories and the tools that manage them
facilitate sustained evolution of large software in a
collaborative development/maintenance environment.
However, researchers have utilized the information
recorded in the software repositories in more
unprecedented ways. Historically, there have been a
number of efforts to examine long-term software project
data to better understand software evolution. Lehman et
al [16-20, 25] reported various results on the software
change and nature of software evolution between 1969
and 2001 based on long-term studies of several products.
The most notable results of these types of studies are the
laws of software evolution [16, 17, 20], metrics of
software evolution [25], classification of programs [19],
and a theory of software evolution [18]. Eick et al [8]
observe the phenomenon of code decay (i.e., changes to a
system become difficult in terms of cost, time, and
quality over its lifetime) by leveraging the software
repositories.
In the past, MSR investigations were almost always
subjected on industrial systems. Consequently, research
efforts were limited to a select few software systems (and
application domains), or hampered by the lack of
historical software data that was publicly available.
Recently, there has been a rapid (and important)
paradigm shift with regards to the above situation, mostly
attributed to the establishment and wide prevalence of
open-source software development. Arguably, the opensource paradigm has been successful in producing
numerous high-quality projects that continue to live and
evolve.
A wide variety of software repositories of opensource projects are available to the public and in plenty.
Researchers have realized the potential for exploring the
invaluable historical data stored in the software
repositories to reveal the “secrets” of various aspects of
successful software evolution (e.g., source-change
changes, defects, reuse, and refactorings). The eventual
common goal is to learn from past failures and repeat
(build on) past successes to improve the software

development and evolution processes. In summary,
software repositories bring forward a new dimension of
historical context in the development of future software
engineering and evolution tools.
The source-code versions repositories are typically
managed by tools such as CVS (Concurrent Versions
System) and Subversion. They include not only change
history (i.e., such as the results of diff) but often also
include metadata about the changes (e.g., how, why, who
made the changes). Researchers have devised and
experimented with a variety of approaches to extract
pertinent information and uncover relationships and
trends in the context of software evolution (including
software changes) from software repositories. This
activity is very analogous (but not limited) to the field of
Data Mining and Knowledge Discovery in Databases
(KDD), hence the term MSR.

4. IA versus MSR
We first discuss the expressiveness and effectiveness
of impact analysis. Dependency analysis of source code
is typically performed using static and dynamic program
analysis. Call-graph analysis is one such commonly used
technique. In performing impact analysis with call
graphs, the impact of a change in a function is
determined to be a transitive closure of all its callers and
callees. Therefore, the estimated impact set is composed
of functions and typically does not provide any additional
context (e.g., the precise if statement in a function’s body
that is likely to change). A number of call-graph
extractors from source code are currently available, for
example refer to [23]. However, call-graph analysis
typically estimates impact sets that have low precision
(i.e., false candidates that do not change). Moreover, it
also fails to estimate some entities that actually do
change (i.e., recall is typically incomplete) due to the
coarse level of analysis restricted to function calls.
Static and program slicing provides granularity at the
statement and variable level. Static-program slicing are
typically based on the data and control flow graphs that
are computationally expensive to process and analyze. It
is argued in [15] that static-program slicing though
providing near complete recall is likely to produce false
positives and is overly conservative (i.e., accounts for
program behaviors that are unlikely to be actually
executed). Dynamic analysis such as dynamic-program
slicing and call-path analysis [15] improve on the
conservative behavior of static-program slicing.
However, they are subject to the risk of lower precision
and lower recall as the analysis is dependent on the
executed cases. Moreover, dynamic analysis requires the
additional cost of instrumentation and may not be always
feasible due to the state of code during evolution (e.g.,
incomplete code, missing include files, etc).

Now we discuss the expressiveness and effectiveness
of MSR. Version control tools identify and express
changes in terms of physical attributes most typically as
file and line numbers. Recently, researchers have
proposed approaches that expand MSR to a more source
code “aware” level (i.e., syntax and semantic) but only to
a very limited degree. However, such efforts clearly
demonstrate the potential of achieving much better
results than working at a purely physical level. Current
methods operate at a very coarse-grain granularity of
source code (e.g., changes to a function or file) for
mining the information of interest.
We now give a few examples of MSR approaches in
the context of software-change prediction.
These
examples are by no means exhaustive but do represent a
spectrum of different approaches. Zimmerman et al [31]
used CVS logs for detecting evolutionary coupling
between source-code entities (i.e., files, classes, methods,
and variables).
They employed sliding window
heuristics to estimate the atomic commits (change-sets).
Association-rules based on itemset mining were formed
from the change-sets and used for change-prediction.
Yang et al [29] used a similar technique for identifying
files that frequently change together. Gall et al [9] used
window-based heuristics on CVS logs for uncovering
logical couplings and change patterns, and German et al
[11] for studying characteristics of different types of
changes. Hassan et al [12] analyzed CVS logs for
software-change prediction. Source-code repositories
contain differences between versions of source code.
Therefore, MSR can be performed by analyzing the
actual source-code differences. Such an approach is
taken by the tool Dex, presented by Raghavan et al [24],
for detecting syntactic and semantic changes from a
version history of C code. In an approach by Collard et al
[5, 21] a syntactic-differencing approach called metadifferencing is introduced. The approach allows you to
ask syntax-specific questions about differences (e.g., was
a method A added?).
The historical context (i.e., real impact sets) given by
MSR can be utilized to assess the quality of the impact
sets produced by impact analysis techniques.
Additionally, the historical context can be utilized to
augment the impact analysis models to improve their
change prediction power, if that is the case. Similarly,
software entities that are not predicted to change by MSR
but are predicted correctly by impact analysis could be
used to validate MSR. Therefore, impact analysis and
MSR could be used to cross validate each other and
improve software-change prediction tools.

5. Research Program
Our on-going research directly addresses the issue of
source-code aware mining of software repositories. To

this end, we refer source-code aware MSR as approaches
that take into account finer granularity of source-code
differences and other source-code models. Our basic
research interest is in examining the impact on the MSR
approaches with regards to the fine-grain granularity
differences and analysis.
The MSR approaches proposed for discovering
source-code
entities
(e.g.,
functions)
change
dependencies or trends are typically based on version
repositories metadata analysis. For example, entities are
considered to have change dependency, if they are
changed together in the same commit operation. It is
inherently assumed that such dependencies are “hidden”
relations that are not explicitly documented or could be
left uncovered by the analysis of a single (current)
version. However, to our knowledge no research
investigation has been conducted to validate that this is
truly the case and if/how these so-called “hidden”
dependencies correspond to the relationships present in
the various source code models (e.g., call-graphs, UML
class models, etc).
We refer to this problem as identification of pureevolutionary dependencies. We are concerned with what
are the change-prone dependencies between source-code
entities that are exclusively revealed by mining historical
information (i.e., “hidden dependencies”) and not by any
source-code or high-level abstractions models?
Our hypothesis is that the source-code aware MSR
approaches directly contribute to improved tool support
for software evolution. In order to study the above stated
problems and validate our hypothesis within the scope of
this work, we specifically investigate the following
research questions with regards to software-change
analysis:
• Do fine-grain source-code differences lead to
better support for impact analysis in terms of
precision, recall, location, and context of
software changes?
•

Can a correspondence be made between
“hidden” dependencies and source-code models
(e.g., call-graphs, UML class models)?

•

Which kinds of “hidden” dependencies can or
can’t be represented by relations in the sourcecode models, if a correspondence between them
can be drawn? Which source-code models are
“good/bad” filters of false hidden dependencies?

•

How to utilize the correspondence (if any)
between “hidden” dependencies and relations in
the source-code models to identify evolutionary
(i.e., change) dependencies for impact analysis?

Investigations by Zimmermann et al have partially
shown the benefits of further processing the information

directly available from source-code repositories for
change prediction. In their study in [31], there was no
significant difference in precision and recall values
between file and syntactic entities (i.e., classes, methods,
and variables) with respect to change prediction tasks.
However, we argue that there is an implicit gain in terms
of the context (i.e., the exact location of a predicted entity
that needs to be changed) available to the maintainer.
For example, predicting a change at the syntactic-entity
level rather than the file level simplifies the manual effort
as it is only needed to examine the predicted entities and
not the whole file. This leads to the issue of extending
MSR in terms of the source-code awareness with the
added cost of fine-granularity processing.
The goal of MSR is uncover the past successes
(failures) from the historic information and repeat or
better (avoid) the evolution of the software system under
consideration. However, one needs to be careful when
selecting the amount and period of historical data for
basing tools or models supporting a particular aspect of
software evolution. Considering the development data
too far back in the history may be subject to threat of
irrelevant information.
The design or operational
assumptions of the system may no longer be the same or
worse may be entirely different. For example, consider a
hypothetical system that has undergone 1000 versions.
The information about the changes in the first 50 versions
may be totally irrelevant for predicting the changes in the
1001th version. A series of changes from version 50 to
version 200 could be attributed to an unstable unit in the
system that has now stabilized. Once again, the
information about these changes may be irrelevant for
future change predictions.
On the other hand considering too few past versions
from the current state of the system imposes the risk of
missing important relevant information. For example, a
current version of a system may be in the middle of a
refactoring that is achieved by a sequence of changes
(versions). At least the past versions to the staring point
from where the refactoring started are needed to first
confirm the kind of refactoring taking place and predict
the remaining steps to complete it. In summary, the
question of historical information to consider reduces to
how much and which portion of history to mine such that
it is not too much to include irrelevant and not too little
to miss important relevant information. The answer to
this question is one of the prime factors that could affect
the effectiveness of MSR techniques.

6. Proposed Infrastructure
In order to support the investigation of the sourcecode awareness problem, the srcML [7] and srcDiff [21]
infrastructure will be utilized and further developed.
srcML is an XML representation of source code that

explicitly embeds the syntactic structure inherently
present in source-code text with XML tags. The format
preserves all the original source code contents including
comments, white space, and preprocessor directives.
srcDiff is an extension of srcML format to further embed
syntactic difference information between source-code
documents. Currently, srcDiff representation consists of
two versions of a source-code document merged together
along with the overlaid difference information between
them. Source code is represented in srcML. The linebased differences typically produced by diff like tools are
mapped to corresponding syntactic units.

Figure 1. Infrastructure to support fine-grained MSR
and investigation of pure-evolutionary dependencies

The schematic of the proposed solution is presented in
Figure 1. The source-code artifacts and their line-based
differences directly available from a source-code
repository will be transformed to srcML and srcDiff
representations. The tools srcML translator, namely
src2srcML and srcDiff translator will be utilized to
achieve the above transformations.
A preliminary
version of the src2srcML [13] was evaluated on the
CppETS [26] benchmark for the fact extraction tasks [6].
A highly extended, robust, and efficient srcML translator
is currently available at www.sdml.info. This mature
tool is used on multiple research projects. Also, a proofof-concept srcDiff translator resulted from the work on
Meta-Differencing [5]. The srcDiff format and srcDiff
translator will be further developed to meet the needs of
the proposed research as and when they are identified.
Also, the capability and features of srcML representation
will be used to easily extract and derive various
abstraction models such as call-graphs, program
dependency graphs, and UML Class models from source
code. These models will be utilized to perform impact
analysis in the traditional sense (i.e., analyzing a single
version). The srcDiff representation allows to perform
queries on fine-grained differencing, therefore, allowing
software-change prediction based on history at various
syntactic levels (i.e., fine-grained MSR). Impact analysis

on the models derived from srcML and the fine-grained
MSR facilitated by srcDiff supports the detection of
pure-evolutionary dependencies (i.e., exclusive to MSR).
The pure-evolutionary dependencies (if exists) will be
augmented to the single-version models to extend the
scope of impact analysis. In summary, the synergy of
srcML, srcDiff, and the “standard” tool-support (i.e.,
XML processing tools) forms a solid base to address the
fine-grained MSR and pure-evolutionary couplings
research questions.

7. Conclusions and Future Work
The investigation of fine-grained MSR and
identification of pure-evolutionary dependencies remains
an interesting and important problem to realize the true
value of MSR. This investigation will serve as a basis
for validating the tradeoff between the additional mining
cost of historical information (i.e., actual-impact sets)
and the improved effectiveness for software-change
prediction (i.e., more accurate estimated-impact sets).
Currently we are developing a generic tool that will
facilitate querying on the reverse-engineered models
from source code. We have also developed a tool based
on data-mining technique that analysis data in softwarerepositories and produces rules that could be used for
software-change prediction.
These rules facilitate
prediction of a sequence of entities that are likely to
change in a specific (partial) order [14]. We plan to
evaluate the effectiveness of estimated and actual impact
sets on a number of open-source projects (e.g., KDE and
Apache).
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